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Zero-sum stochastic games

A (finite) zero-sum stochastic game Γ is a 5-tuple (Ω, I,J,g,ρ)
where:
I Ω is the finite set of states.
I I (resp. J) is the finite action set of Player 1 (resp. Player

2).
I g : I× J×Ω→R is the payoff function (that Player 1

maximizes and Player 2 minimizes).
I ρ : I× J×Ω→ ∆(Ω) is the transition probability.



How the Game is played

An initial state ω1 is given, known by each player.
At each stage t ∈N:
I the players observe the current state ωt.
I According to the past history, Player 1 (resp. Player 2)

chooses a mixed action xt in X = ∆(I) (resp. yt in Y = ∆(J)).
Done independently by each player.

I An action it of Player 1 (resp. jt of Player 2) is drawn
according to his mixed strategy xt (resp. yt) and observed
by both players.

I This gives the payoff at stage t: gt = g(it, jt,ωt).
I A new state ωt+1 is drawn according to ρ(it, jt,ωt).



Values

For n ∈N, vn(ω) is the value of the n−stage game with starting
state ω in which the payoff is

E
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n

n

∑
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}
.

For λ ∈ [0,1], vλ (ω) is the value of the λ−discounted game with
starting state ω in which the payoff is
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λ

+∞
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}
.



Asymptotics

Theorem (Bewley-Kohlberg 1976)
vn and vλ converge (to the same limit) for any finite stochastic
game, as n goes to +∞ and λ to 0.



Games played “in the dark”

Players no longer observe the current state, they still observe
the actions played by both.
Then,

Theorem (Ziliotto 2016)
Example of a finite game played in the dark in which neither vn

nor vλ converge, as n goes to +∞ and λ to 0.



Intermediate case ?

How necessary is the observation of the state for convergence
of the values ? What happens in a model between full
observation and no observation of the state ?
More precisely, we will only consider intermittent, public
observation in which:
I Players observe the actions played at each stage.
I At each stage, either both players fully observe the current

state, or they both don’t learn anything about it.
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Three natural models

Three natural frameworks are
I Deterministic observation: “the light is on” at some subset

of stages, fixed before the game.
I Stationary observation: at each stage “the light is on” with

some fixed probability p, independently of the other stages.
I Costly observation: at each stage each player may pay a

fee to the other one to “turn the light on”.
All frameworks permit to go from full observation to no
observation by varying the parameters.



Main questions

The two main questions are
I For a given observation structure S, do the values vS

n and
vS

λ
converge to some vS as n goes to infinity or λ to 0?

I If it is the case (maybe with conditions on S or the structure
or the game), what is the behavior of vS with respect to S, in
particular when S tends to “no observation of the state” ?
Can we “regularize” the counterexamples in the dark by
adding just a shed of light ?
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Model

S := {t1 < t2 < · · ·< tk < · · ·} is fixed and the state is observed
by both players in those dates.
Value in n-stages with starting state ω is denoted vS

n(ω).
If vS

n(ω) converge as n tends to infinity for all ω we say that the
game has an asymptotic value, which is denoted vS(·).
If all games (resp. games of a specific class) have an
asymptotic value we say that the observation structure is
regular (resp. regular for this class of games).
For example N is regular by Bewley-Kohlberg and any finite S is
irregular by Ziliotto.
Also denote dk = tk− tk−1 the delay between 2 successive
observations.



Constant delays
First consider the case where dk = d is constant, that is the
state is observed every d stages. Then

Proposition
S = dN is regular.

Proof.
Fix d and a game Γ, we construct an auxiliary game Γ′ with full
observation of the state and with the same sequence of values
as Γ and conclude by Bewley-Kohlberg.
More precisely, Γ′ has the same actions as Γ, its set of states is
Γ×{0, · · · ,d−1}×∪d−1

m=0(I× J)m, its payoff is
g′(i, j,(ω, · · ·)) = g(i, j,ω) and

ρ(i, j,(ω,m,H))=

{
ω ′,0, /0 if m = d−1 and we observe ω ′

ω,m+1,H× (i, j) if m < d−1.



Asymptotic behavior as d goes to infinity

Denote vd the asymptotic value with observation every d
stages. Then

Proposition
vd may fail to converge as d tends to infinity, even in the
one-player case.



Counterexample
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Hence the answer to the second main question
(“regularization”) is that it does not work in the deterministic
observation case, even for very simple structures ( constant
delays) and games (MDPs).
In the following slides we try to answer the first question
(convergence of the vS

n as n goes to infinity) for more general
structures S.



Regularity with bounded delays
By adapting the proof for constant delays:

Proposition
S is regular as long as the sequence dk is eventually periodic.
However,

Proposition
There are observation sets with bounded delays that are
irregular, even for one-player games.

Proof.
Consider the following MDP: the state is A or B with probability
1/2 each stage independently of the past. Player has to guess
the true state and gain 1 if he guesses correctly, -1 if he does
not. Then vS exists iff S has a density ie limn→∞

Card(S∩{1,··· ,n})
n

exists. It is not the case if for example

dk :=

{
1 if (2n)!≤ k < (2n+1)! for some n
2 otherwise



Regularity with increasing delays

From now on we thus consider only the case where the dk are
increasing to infinity.
Since there is no asymptotic value in the totally dark case, it is
not surprising that there is no asymptotic value if there are very
few observations:

Proposition
If dn+1

dn
→+∞ then S is not regular.

(Take for example dn = n!).

Proof.
For such S one checks that vn does not converge in Ziliotto’s
example.



Increasing delays

If dn converges to some d it is eventually periodic and thus S is
regular. It is thus natural to think that when dn grows very slowly
then S is regular. However it is the opposite:

Proposition
If limsup(dn2−dn) = 1 then S is not regular.
(Take for example dn = bln(lnn))c).



Counterexample
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One player case

Everything is fine in the one player case however:

Proposition
Every S with dn going to infinity is regular for MDPs.

Sketch of proof.
The player should make all risky moves at the beginning of the
game when there is more observations. So at the end the only
impact of observation is on the current payoff, and it is
negligible.
More precisely we prove that for all such S and ε > 0, there
exists N such that vS is ε-close to the value of the game with
same observation than S before stage N and no observation
afterwards.
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Model

At the beginning of each stage, the state is observed with
probability p ∈]0,1[ independently of the past.
This models may seem close to the previous one, however

Proposition
There exists a game such that vp

λ
does not converge, for any

p ∈]0,1[.
Everything is fine for MDPs though:

Proposition
In the one player case, vp

λ
converges to some vp as λ goes to 0,

and vp converges as p goes to 0.

Proof.
The first part is a consequence of Rosenberg Solan Vieille
2002 and the second part follows since vp

λ
is increasing in p for

all λ .
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Model

Each stage consists of two steps:
I First both players simultaneously decide if they want to pay

some fixed cost c > 0 to the other player (nothing is paid if
both players chose to pay). If at least one players has
decided to, the state is publicly revealed.

I Players choose actions which determines stage payoff and
transition as usual.



Asymptotic value for a fixed cost
Proposition
vc

n converges to some vc, for every c≥ 0.

Sketch of proof.
Fix a large N and consider the auxiliary games ΓN

1 (resp. ΓN
2 ) in

which player 1 (resp. player 2) is forced to pay the cost c if no
revelation happened in the past N stages. These games can be
encoded as finite stochastic games in which the players
observe an auxiliary state, which is the history since the last
revelation in the true game. Hence their values in finite horizon,
say wn and zn respectively, converge to some w and z as n goes
to infinity.
Since ΓN

1 and ΓN
2 have the same transitions, and the payoff for

any play differs by at most 2c every N stages, one has
‖w− z‖ ≤ 2c

N .
Moreover, for any n, wn ≤ vc

n ≤ zn hence
‖ limsupvc

n− liminfvc
n‖ ≤ 2c

N and we let N go to 0.



Link with stationary intermittent observation

In fact a similar reasoning shows that in the stationary
intermittent observation case, if one only considers games in
which players have an action that ensure the state does not
move, then there is an asymptotic value for every positive
probability p of observation.
Idea: when a player wants to observe the current state he
ensures the state does not move until he observes it. The
“cost” to do so is random but same proof works.



Conclusion

Three natural ways of modeling intermittent observations, very
different behavior in each case.
The likelihood of existence of an asymptotic value seems to be
related to how much the players can control/anticipate when
they observe the state, more than the frequency of
observations.
Some open questions:
I Deterministic observations: what happens when dn grows

neither very fast nor very slowly, for example dn ∼ n ?
I Costly observations : convergence of vc as c goes to +∞?



Thank you for your attention

Thank you !
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