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Abstract

I explain why current success might undermine an organization’s ability to innovate. I study a

principal-agent relationship deciding whether to adopt an innovation. For the innovation to deliver

profits, the agent must develop new capabilities, and the principal must divert resources from a

profitable status quo. When contracts are incomplete and learning the innovation’s profitability

takes time, a double-sided moral hazard problem arises. Its severity increases with the status

quo’s profits, so more successful firms have higher innovation costs after accounting for profit

cannibalization. The model provides predictions about which innovations will be more difficult

for successful firms to adopt.
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1 Introduction

Empirical studies have shown that new ventures and smaller firms introduce a large share of inno-

vations.1 Furthermore, numerous case studies suggest that successful incumbents usually struggle

to innovate and are sometimes driven to extinction by technological change.2 The most prominent

explanation for these two stylized facts is that of Arrow (1962): by successfully innovating, incum-

bents cannibalize their own profits. Hence, new firms have more to gain from innovating, as upon

succeeding, they would replace an incumbent, not themselves.

However, there is increasing evidence suggesting that Arrow’s argument cannot account for the

full picture; organizational factors also appear to play an important role. First, numerous case

studies suggest that well-run, successful organizations sometimes suboptimally fail to adopt necessary

innovations because managers at such firms appear to be “blindsided” by their current success. This

idea—sometimes referred to as the “curse of success,” the “success syndrome,” or the “incumbent’s

curse”—was popularized by Clayton Christensen in his best seller The Innovator’s Dilemma (1997),

and has haunted business executives ever since (Gans, 2016).3

Second, there is systematic empirical evidence showing that established firms struggle in partic-

ular with innovations that require new organizational knowledge (e.g., new processes, routines, or

a different code/technical language). Henderson (1993), for instance, studies the photolithographic

alignment equipment industry in an attempt to empirically disentangle pure industrial organization

theories of innovation failure (where incumbents optimally decide not to innovate) from theories

stressing organizational factors. She shows that established firms were less effective than new firms

at investing in necessary innovations, but only when the innovation in question required new orga-

nizational capabilities.

In this paper, I provide a new explanation for why current success might lead to organizational

rigidities and undermine an organization’s ability to innovate. This explanation provides testable

implications about which innovations will prove to be more difficult for successful firms to adopt, and

can explain why new firms have an advantage over established firms in adopting innovations that

require new organizational capital. Moreover, it can explain why successful organizations sometimes

appear to suboptimally avoid drastic change and why they might set up autonomous units to develop

innovations.

I study an organization composed of a (female) principal and a (male) agent deciding whether to

adopt an innovation. The principal represents the upper management; she is in charge of allocating

the organization’s scarce resources. The agent, in turn, symbolizes the rest of the organization; he

runs the everyday business and must develop the necessary capabilities to fulfill that task. The

innovation in question has uncertain profitability, and its results may take time to become apparent.

1See Scherer (1965), Gellman Research Associates (1976, 1982), Futures Group (1984), Pavitt, Robson and Townsend
(1987), Acs and Audretsch (1988), and Igami (2017).

2See Christensen (1993, 1997), Klepper and Sleeper (2005), Henderson (1993), Garicano and Rayo (2016), O’Reilly
and Tushman (2016).

3For instance, former Intel CEO Andy Grove described the idea as “scary” in a 1999 interview with Forbes magazine
(Toni Mack, “Danger: Stealth Attack,” Forbes, January 25, 1999).
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Furthermore, to have a chance of delivering profits, the agent must develop new capabilities, and the

principal must divert resources away from the profitable status quo.

I model this situation using a two-arm bandit framework inspired by Keller, Rady and Cripps

(2005). There is one unit of a perfectly divisible resource per unit of time. The principal continually

splits the resource between a safe arm (the status quo) and a risky arm (the innovation) whose profits

depend on an unobservable and persistent binary state.

The safe arm generates a known flow payoff that is proportional to the resource allocated to it.

The risky arm generates positive lump-sum payoffs stochastically over time with an arrival rate that

is also proportional to the resource allocated to it, but only when the state is good. The model’s key

innovation is that the agent must first install the risky arm for it to have a chance of producing any

profits. The latter requires the agent to incur a one-time installation cost f > 0.

Players hold common priors and their actions are perfectly observable, so the principal and

the agent hold common posterior beliefs throughout the game.4 Only the principal obtains direct

benefits from either arm; the agent benefits solely from the compensation delivered by the principal.

However, neither the agent’s effort/installation decision nor the principal’s resource allocation policy

are verifiable, so contracts cannot be made contingent on them. The agent has no wealth and is

protected by limited liability.

The paper’s main result is that unless belief-contingent or very complex time-contingent contracts

are available, the organization will suffer from a double-sided moral hazard problem. This incentive

problem increases the costs of adopting innovations, inducing the organization to install the risky arm

under fewer circumstances than is efficient. Furthermore, the severity of this problem increases with

the status quo profits, explaining why current success can undermine the organization’s innovation

efforts.

To understand why this double-sided moral hazard problem emerges, suppose the principal offers

the agent a particularly simple yet very natural contract: a constant share of the innovation’s profits

(i.e., an equity contract). This is the contract analyzed in Sections 2-4 and is used to develop the

intuition behind the paper’s main argument (more complex contractual arrangements are analyzed

in Section 5).

The key is that after the agent installs the risky arm, the principal has less incentive to experiment

with it than is efficient. The reason is that the agent’s compensation alters the attractiveness of

allocating resources to the risky arm relative to the status quo. The problem is then compounded

by the fact that anticipating the principal’s incentives, the agent will demand a higher share of the

innovation’s profits to install it in the first place, which ex post induces the principal to experiment

with the risky arm even less, and so on. Since the agent always breaks even, all the inefficiency ends

up falling entirely back on the principal through the higher compensation needed to motivate the

agent. Thus, the principal ends up being the victim of a time-inconsistency problem.5

4This assumption is not crucial but does simplify the analysis (see Section 3.2 for details).
5Even though this double-sided moral hazard problem appears to rely heavily on the existence of explicit monetary

transfers, these are not essential. The same inefficiencies would arise if instead of monetary transfers, senior management
offered division managers and employees perks, such as more funding or greater autonomy to run their divisions to
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Given that a more attractive status quo increases the principal’s ex post temptation to switch

back to the safe arm, the severity of this problem increases with the status quo profits. In fact, I

show that an increase in the safe arm’s profits sometimes exacerbates the incentive friction to such

an extent that the organization could end up worse off, even as an increase in the profits of the

safe arm also increases the fallback payoff in case the innovation turns out not to be profitable—i.e.,

success can indeed be a “curse.”

Thus, informally speaking, current success is detrimental for innovation not because it makes

the organization somewhat less perceptive of innovation opportunities, but because coupled with

incomplete contracts, it entices those who decide the organization’s direction to return to the “old

ways” inefficiently quickly if an innovation does not immediately show results. As a consequence,

mobilizing the organization to embrace an innovation in the first place becomes difficult since the

rest of the organization fears that their efforts in adopting it will most likely be wasted.6

I then show that in addition to incomplete contracts, there are three other key ingredients for

this double-sided moral hazard problem to emerge: ex ante uncertainty, learning, and front-loaded

effort. In particular, I show that (i) the incentive friction decreases with the prior that the innovation

is profitable, vanishing as the prior approaches one; (ii) the incentive friction disappears if players

can learn the innovation’s profitability infinitely quickly; and (iii) whether the agent incurs f once

or makes a continuous effort is not crucial—the key is that the effort is front-loaded.

These results then yield three important predictions. First, current success will be more detri-

mental when the innovation in question is ex ante a “long shot.” Second, current success will not

lead to organizational rigidities in the case of easily scalable innovations, in which preliminary ex-

periments, prototypes, and minimum viable products provide a good sense of the value of the overall

opportunity. Third, more successful firms will be at a greater disadvantage with innovations that

require significant front-loaded effort from employees.

A straightforward application of these three predictions, combined with the fact that established

firms are more likely to have a more attractive status quo than new firms,7 explains why innovations

that require new capabilities might be particularly difficult for established firms to adopt.8 Moreover,

the fact that uncertainty is key for the incentive friction to emerge could help explain some anecdotical

evidence suggesting that even though they usually struggle to innovate first, established firms are

entice them to embrace the innovation (see Section 3.2 for details).
6Seen in this light the model can provide a potential explanation for two seemingly paradoxical tales sometimes

heard about organizational change: employees complaining that their organizations change direction too often (e.g.,
Abrahamson, 2000), and the idea that established firms do not adapt quickly enough when their environment changes
(e.g., Garicano and Rayo, 2016).

7This could be due, for example, to first-mover advantages giving established firms a privileged position to exploit the
current technology. My preferred explanation, however, is that established firms already have the necessary capabilities
to obtain profits from the status quo, while newer firms still have to invest in developing them (this idea is discussed
in detail in Section 3.3 and formally microfounded in the online Appendix).

8Acquiring new organizational knowledge, developing new processes and routines, or establishing a new code/technical
language are all highly uncertain, not easily scalable innovations, whose results may take time to become apparent.
Furthermore, adopting these innovations usually require significant initial investments (in the form of time and effort)
from employees (see e.g., Arrow, 1974).
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relatively successful second-mover adopters (see e.g., Markides and Geroski, 2005).9

The primary mechanism that drives my result is upper management’s inability to commit to new

and unproven courses of action. Is there evidence of the presence of this mechanism? Although

there is little systematic empirical evidence on this issue, there is some anecdotal evidence. For

instance, a 2013 McKinsey & Company survey involving 1,311 executives worldwide finds that 49%

of organizational redesign efforts were abandoned before the changes were fully implemented.10 Note

that organizational redesigns are changes/innovations that most likely satisfy the properties of the

innovations studied in this paper: they require front-loaded effort from employees, their outcome is

uncertain, and it may take time to appreciate whether the change was actually beneficial.

Moreover, management scholars have long been aware that a lack of consistency in the upper

echelons of an organization could pose problems. For instance, Aguilar (1988, p. 71) states the

following:

Consistency of word and deed on the leader’s part is absolutely necessary if others are to commit

themselves to the personal and business risks associated with new and unproven courses of action

(...). Nobody wants to go out on a limb and risk being abandoned at the first sound of cracking

wood.

This idea is reinforced by Kaplan, Klebanov and Sorensen (2012) and Phua, Tham and Wei

(2018). The first paper studies which personal characteristics predict the success of CEO candidates

involved in buyouts or venture capital transactions. The authors find that one of the strongest

predictors of success was CEO resoluteness. Phua, Tham and Wei (2018), in turn, empirically study

the effects of CEO overconfidence on stakeholder commitment. Overconfidence can have effects

similar to those of resoluteness if it induces the CEO to be more unresponsive to new information.

These authors show that CEO overconfidence is correlated with lower employee turnover and greater

relationship-specific investments by suppliers.

1.1 Relation to the Literature

My paper is related and contributes to different literatures.

A. Upper Management Commitment and Employee Motivation

My paper contributes to the literature stressing the importance of upper management commit-

ment for employee motivation (Prendergast, 1993; Rotemberg and Saloner, 1993, 1994; Almazan and

Suarez, 2003; Van den Steen, 2005; Bolton, Brunnermeier and Veldkamp, 2012). This literature has

used the emergence of a double-sided moral hazard problem—similar in broad strokes to the one

developed here—to explain a variety of phenomena, from the role of promotions in inducing specific

human capital acquisition to the benefits of CEO entrenchment for optimal corporate governance.

9This is because once a new firm develops the innovation, the uncertainty surrounding the innovation decreases,
ameliorating the organizational rigidities deterring established firms from trying to adopt the innovation in the first
place.
10“McKinsey Global Survey results: The secrets of successful organizational redesigns” (2014).
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Among all these papers, the ones by Rotemberg and Saloner (1993, 1994; from hereafter RS93/94)

are the closest to mine. RS93/94 study a static principal-agent model with incomplete contracts in

which an agent can generate projects of uncertain value but the principal retains control over whether

to implement the projects after their value is revealed.

The authors then show that if the project’s value is drawn from a distribution with continuous

support, then a double-sided moral hazard problem emerges. However, if the agent’s effort leads

to only one good outcome (he obtains a “good” idea with some probability and a “bad,” worthless

idea otherwise), then the incentive friction disappears. They then argue that organizations therefore

benefit from following “narrow business strategies” since organizations pursuing a limited number of

activities are more likely to generate “home-run” innovations in which the agent’s effort generates

either a very profitable or a worthless idea.

There are several important differences between the contribution of RS93/94 and mine. First, my

paper shows that in dynamic settings, this double-sided moral hazard problem can arise even if the

innovation’s profitability is drawn from a binary distribution. The reason is that learning through

time generates inconclusive outcomes, which has an effect similar to that of drawing the innova-

tion’s value from a continuous distribution, even if the innovation’s value comes from a Bernoulli

distribution.11

Second, due to its dynamic nature, my model is better suited to studying dynamic issues such

as the role of learning and the arrival of information through time and the importance of front-

loaded effort. Third, my focus and therefore my predictions are different. My results concerning how

success can undermine firms’ innovation efforts, why established firms might be at a disadvantage in

comparison with new firms, and what innovations will prove to be more difficult for successful firms

to adopt are new.

B. Organizational Rigidities and the Innovator’s Dilemma

My paper also contributes to the literature studying how organizational factors could handicap

innovation efforts by established firms.12 In the management literature, current explanations rely on

ad hoc assumptions about asymmetric irrationality and bounded rationality.

For instance, Christensen (1993, 1997) asserts that established firms fail to react to new-entrant

innovations because they come to the incorrect conclusion that their current customers would not

want the new offering. In contrast, Henderson and Clark (1990) posit that established firms will find

it hard to recognize “architectural innovations” (i.e., changes in how the different components of a

product are linked together) since the current product architecture is embedded in the organization’s

structure and information-processing procedures.

11This explains why the incentive friction disappears when the organization can learn the innovation’s profitability
infinitely quickly: we are back to RS93/94’s one-good-outcome case.
12Awaya and Krishna (forthcoming) provide an alternative explanation based on neither cannibalization of profits

nor organizational factors. Their theory, instead, relies on established firms having better information about the
innovation’s prospects, which dulls their incentives to learn from rivals.
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The existing economic literature, in turn, stresses the importance of incomplete contracts in the

presence of vested interests. For instance, Schaefer (1998) argues that employees have greater in-

centives to engage in influence activities when the organization’s structure is being changed. Senior

management might then be reluctant to start an organizational redesign to avoid distracting employ-

ees from their normal activities. Likewise, Dow and Perotti (2010) show that coalitions of employees

may block profit-maximizing innovations that hurt them if the organization enjoys strong customer

goodwill to cushion the consequences.

In addition to the fact that the underlying mechanism is different, the most significant difference

between the existing literature and my paper relates to its empirical predictions. In particular, my

paper provides testable implications regarding the role of uncertainty, learning, and front-loaded

effort in handicapping innovation efforts by successful incumbents. These predictions cannot be

found in the existing literature and have yet to be tested in the data.13

C. Experimentation in Principal-Agent Settings

Finally, my paper is related to the literature on experimentation in principal-agent settings (e.g.,

Bergemann and Hege, 1998, 2005; Manso, 2011; Horner and Samuelson, 2013; Guo, 2016; Halac, Kar-

tik and Liu, 2017; Moroni, 2020). This literature, however, usually assumes perfect commitment on

the principal’s side. A key feature of my model, in contrast, is the principal’s imperfect commitment:

she can commit to a contract, but her resource allocation policy is not verifiable.

The remainder of the paper is structured as follows. Section 2 formally lays out the baseline

model and the first-best outcome. Section 3 characterizes the equilibrium, shows the emergence of

the double-sided moral hazard problem, and discusses its implications. Section 4 investigates which

innovations are more likely to cause difficulties for successful firms. Section 5, analyzes more complex

contractual arrangements. Section 6 concludes.

2 The Baseline Model

I study an organization composed of a (female) principal and a (male) agent deciding whether to

adopt an innovation that requires developing new capabilities. The innovation, furthermore, has an

uncertain outcome, and learning about its profitability may take time.

The principal represents the upper management; she is in charge of allocating the organization’s

resources. The agent symbolizes the rest of the organization; he runs the day-to-day business and

must develop the necessary capabilities to fulfill that task.

13Nevertheless, it is important to highlight that my explanation and the ones already found in the literature are
not mutually exclusive and might even complement each other. For example, in the presence of vested interests, an
employee who does not belong to the blocking coalition might demand higher compensation to front-load effort if he is
unsure whether upper management will resist blockers” attempts. The latter would not only amplify the double-sided
moral hazard problem pointed out in this paper but might even embolden the blocking coalition, as their attempts to
block the innovation now have a higher likelihood of success.

7



2.1 The Setup

The Environment.— Time t ∈ [0,∞) is continuous,14 and the discount rate is r > 0. There are two

players, a principal and an agent. The principal is endowed with one unit of a perfectly divisible

resource per unit of time. She continually splits the resource between a safe arm S (the status quo)

and a risky arm R (the innovation). Only the principal obtains direct benefits from either arm; the

agent benefits solely from the compensation delivered by the principal.

The safe arm is ready to deliver profits, generating a known flow payoff that depends on the

resources allocated to it. The risky arm must first be “installed” to have a chance of producing

any profits. Once installed, it generates positive lump-sum payoffs stochastically over time with an

arrival rate that depends on an unobservable and persistent binary state θ ∈ {0, 1} and the amount

of the resource allocated to it.

Formally, if the principal allocates a fraction kt of the resource to R over the interval [t, t + dt)

(and, consequently, she allocates 1− kt to S), she obtains an instant flow payment equal to (1− kt)s
from S. In addition, she obtains a lump-sum amount Π > 0 from R with instantaneous probability

λθιtkt, where λ > 0 and ιt ∈ {0, 1} denotes whether R is installed at time t > 0. Thus, R delivers

lump-sum payments only when the state is “good” (θ = 1) and the arm has been installed (ιt = 1).15

Only the agent can install the risky arm.16 The latter requires him to incur a one-time installation

cost f > 0. This cost symbolizes the effort needed to develop the necessary organizational capital for

the opportunity to have a chance of success. For instance, it could symbolize the effort exerted to

develop new processes and routines (e.g., Nelson and Winter, 1982; Chassang, 2010) or to establish a

new code/technical language to communicate within the organization (e.g., Arrow, 1974; Henderson

and Clark, 1990; Crémer, Garicano and Prat, 2007).17,18

I assume that λ, s, and Π are all publicly known. Furthermore, I assume that (i) f < λq̄Π/r,

and (ii) 0 < s < λΠ. Condition (i) implies that an organization without a safe arm finds it optimal

to install R, while condition (ii) states that conditional on installation, the risky arm is preferred to

the safe arm, but only when θ = 1.

Information and Beliefs.— The persistent binary state θ ∈ {0, 1} is unobservable, as mentioned

previously; the prior probability that θ = 1 is q̄ ∈ (0, 1). Furthermore, all players observe each

14It is possible to obtain similar results in a three-period model. However, characterizing the equilibrium for all possible
parameters requires going over numerous cases, so the analysis loses transparency. The continuous-time formulation
helps avoid this issue.
15To focus on the frictions that arise in trying to motivate the agent to install the risky arm, I omit the cost of providing

incentives to the agent to run the everyday business (i.e., the costs of incentivizing the agent to produce output). Hence,
the arms’ profits should be interpreted as the organization’s profits when the incentive costs of producing output have
been taken into account.
16This assumption can be defended on multiple grounds. For example, middle managers and employees could have

better organizational knowledge of the firm’s processes. Alternatively, they could be the owners of some inalienable
asset such as skilled human capital.
17The results do not change if R’s installation also requires the principal to incur in a fixed amount K > 0. This cost

would symbolize all other sunk costs of innovation, such as acquiring physical capital, among others.
18Whether the agent incurs f once or multiple times or makes a continuous effort is not crucial; the key is that the

effort is front loaded (see Section 4 for details).
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other’s actions, so they hold common posterior beliefs throughout the game. In particular, this

implies that the agent’s installation decision is observable (but not verifiable, as I discuss shortly)

and that the first lump-sum arrival (or “breakthrough”) reveals to both players that θ = 1.19

I also assume that players observe the following “news” process that imperfectly reveals R’s type

when the latter is installed and the principal allocates resources to it:

dXt = θιtktdt+ k
1/2
t σdZt, where {Zt}t≥0 is a standard Brownian motion

Thus, the model exhibits both conclusive evidence (a breakthrough) and inconclusive evidence

(the news process). The parameter σ > 0 then indexes how “hard” is to learn R’s type keeping the

present value of cash flows constant.20 This is usually related to how easily scalable the innovation

is, as the latter affects whether preliminary experiments, prototypes, and minimum viable products

provide a good sense of the value of the overall opportunity.

Denote by qt the common belief at t that θ = 1. If at time t the risky arm has not yet been

installed, then no new (useful) information arrives, so no updating takes place: qt = q̄. In contrast,

if R was installed at some t′ ≤ t, then by Bayes’ rule, qt evolves smoothly as long as there is no

breakthrough (see Appendix A for a formal proof):

dqt = −λktqt(1− qt)dt+
k

1/2
t qt(1− qt)

σ
dZ̃t (1)

where {Z̃t}t≥0 is a standard Brownian motion relative to the players’ information at t. Hence, in the

absence of a breakthrough, qt drifts downwards (“no news is bad news”). Of course, once there is a

breakthrough, the posterior jumps up from qt− to 1 and stays there forever.

Timing.— Time t = 0 is divided into two logically sequential dates denoted by t = 0− and t = 0+.

At time t = 0−, the principal offers the agent a contract to incentivize him to install R. At t = 0+,

and after observing the contract offered, the agent decides whether to install the risky arm (a0 = 1),

incurring the cost f > 0, or not (a0 = 0). Finally, at every t > 0, the principal decides how to

allocate the unit of available resources among the two arms; i.e., she chooses kt ∈ [0, 1].21

Contracts.— I assume that the principal’s resource allocation policy {kt}t≥0, the agent’s installation

decision a0, and the news process dXt are not verifiable, so they cannot be contracted upon. I also

assume that the agent has no wealth and is protected by limited liability.

19The assumption that R’s installation is observable is not crucial but does simplify the analysis (see Section 3.2 for
details).
20As σ → 0 players immediately learn θ even in the absence of a breakthrough, while as σ → ∞ the news process

provides no relevant information and we are back to the standard exponential bandit framework of Keller, Rady and
Cripps (2005).
21Restricting the principal to offering the contract only at t = 0− and the agent to disbursing f only at t = 0+ is

without loss of generality in this setting. This is because no useful information arrives if R remains uninstalled. Of
course, this would no longer hold if the principal had access to additional information that did not depend on the
agent’s action. In such a model, the principal would also have to decide when to install R. As I discuss in Section 4,
the results do not significantly change in this alternative model.
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Furthermore, to develop intuition, I begin by considering a simple yet natural contract: the prin-

cipal offers the agent a constant fraction α ∈ [0, 1] of R’s proceeds (and nothing from S). Since players

are risk neutral, this equity contract is equivalent to offering the agent a one-time, time-independent

bonus B > 0 payable upon a breakthrough.22 These single-bonus contracts are common in practice,

as extensively documented by Murphy (1999), Prendergast (1999), and Holmstrom (2016).

In Section 5, I study alternative (including more complex) contractual arrangements and discuss

why it makes sense to assume that {kt}t≥0, a0, and dXt are not verifiable in the present setting.

Equilibrium Concept, Strategies, and Payoffs.— The equilibrium concept used is subgame perfection.

A strategy for the agent corresponds to an installation choice at t = 0+, a0(α) ∈ {0, 1}, as a function

of the contract offered by the principal.

A strategy for the principal, in turn, consists of (i) a contract design decision at t = 0−, α ∈ [0, 1],

and (ii) a resource allocation decision for every t > 0: kt(qt, ιt, α) = kt(qt, a0, α) ∈ [0, 1].23 The first

mapping establishes the fraction of R’s profits that the principal shares with the agent. The second

mapping stipulates the resource allocation at time t > 0 as a function of the following:

1. The current belief that θ = 1

2. Whether the agent installed R or not at t = 0+

3. The fraction of R’s profits that the principal promises to the agent

Finally, given players’ actions, the principal’s and the agent’s expected payoffs at time 0, v0 and

u0, respectively, are given by:

v0 =E0

[∫ ∞
0

e−rt
[
(a0ktλθ)(1− α)Π + s(1− kt)

]
dt

]
u0 =E0

[∫ ∞
0

e−rt(a0ktλθ)αΠdt

]
− a0f

2.2 The First-Best Benchmark

Before we move on to the main analysis, it is convenient to describe the first-best outcome. Lemma

1 characterizes the optimal resource allocation decision at any t > 0. Proposition 1 then uses this

lemma to describe the optimal installation decision at t = 0.

Lemma 1. The optimal resource allocation at any given t > 0 is given by:

k†t (qt, a0 = 0; s) = 0 for all qt ∈ [0, 1]

k†t (qt, a0 = 1; s) =

{
1 if qt > q†

0 otherwise
, where q† ≡ s(φ− 1)

φλΠ− s

22See Section 5 for the formal argument. I decided to use the equity instead of the bonus representation because it is
notationally less cumbersome.
23Note that given the timing, there is a one-to-one mapping between the state of installation of R at t, ιt, and the

agent’s installation decision at t = 0+: ιt = 1⇐⇒ a0 = 1.
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with φ ≡ (1/2− λσ2) +
√

(1/2− λσ2)2 + 2σ2(r + λ) ∈ (1, 1 + r/λ), which is strictly increasing in σ

and satisfies limσ→0 φ = 1, and limσ→∞ φ = 1 + r/λ.

Consequently, if R is not installed, the value function is W (qt, a0 = 0; s) = s/r, while if R is

installed, it is given by:

W (qt, a0 = 1; s) =


λqtΠ

r
+

(
s− λq†Π

r

)(
qt
q†

)(
Ω(qt)

Ω(q†)

)φ
if qt > q†

s/r otherwise

where Ω(q) ≡ (1− q)/q denotes the odds ratio at the belief q.

Proof. See Appendix B.

If R is not installed at time t = 0, then the optimal policy is to allocate all of the resources to S,

as R never delivers any profits. In contrast, if R is installed, then the resource allocation decision at

any t > 0 is a standard single-player experimentation problem (Rothschild, 1974; Bolton and Harris,

1999; Keller, Rady and Cripps, 2005). The optimal policy then involves a cutoff strategy: there is a

cutoff belief q† where it is optimal to change irrevocably from R to S. As is also intuitive, the value

of experimenting with R is greater the more patient the players are (i.e., the lower r is), the easier it

is to learn R’s type (i.e., the lower σ and, therefore, φ are), the higher R’s potential profits are (i.e.,

the higher λΠ is), and the lower the profits of the status quo are (i.e., the lower s is).

Proposition 1. In the first-best, it is optimal to install R whenever s ≤ s†, where s† ∈ (0, λΠ) is

given by the (unique) solution of:

W (q̄, a0 = 1; s†)− f = s†/r

Consequently, the first-best expected payoff at t = 0 is:

w†0 =

W (q̄, a0 = 1; s)− f if s ≤ s†

s/r otherwise

Proof. See Appendix B.

As expected, installing R is optimal when s is not too large. This is because installing R replaces

S. Furthermore, the attractiveness of installing R decreases with the installation cost f and increases

with the value of experimenting with R conditional on installation. That is, s† is strictly decreasing

in f , r, and σ, and strictly increasing in λΠ.

It is also easy to see that the first-best outcome would be the outcome of the game if R’s

installation were verifiable. In such a case, the optimal contract entails offering the agent a payment

f contingent on his effort. The principal then obtains the first-best payoffs and the agent breaks

even.
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From hereafter I further restrict the admissible values of s so that it is optimal for the organization

to install R in the first-best outcome (the original restriction was 0 < s < λΠ). This implies that

the agent plays a nontrivial role in the game.

Assumption 1. s < s†, where s† ∈ (0, λΠ) is given by Proposition 1.

3 Double-Sided Moral Hazard and the Innovator’s Dilemma

In this section, I study the equilibrium of the game and show the emergence of a double-sided moral

hazard problem. First, I begin with a formal characterization of the equilibrium. Then, I discuss

how equilibrium inefficiencies are related to the organization’s current success. Finally, I show how

the presence of this double-sided moral hazard problem can help explain, among other things, why

successful organizations sometimes suboptimally appear to prefer incremental change and why they

might set up autonomous units to develop innovations.

3.1 Equilibrium Characterization

To characterize the equilibrium, I follow the same structure as in the first-best. First, I obtain the

principal’s equilibrium resource allocation at any t > 0. Then, I use this as an input to characterize

the players’ behavior at t = 0.

Lemma 2. The principal’s equilibrium resource allocation at any given t > 0 is given by:

k∗t (qt, a0 = 0, α; s) = 0 for all qt ∈ [0, 1]

k∗t (qt, a0 = 1, α0; s) =

{
1 if qt > q∗

0 otherwise
, where q∗ ≡ s(φ− 1)

φλΠ(1− α)− s

Consequently, if the agent does not install R, then the principal’s and the agent’s value functions are

V (qt, a0 = 0, α; s) = s/r and U(qt, a0 = 0, α; s) = 0, respectively. In contrast, if the agent installs R,

then their value functions are:

V (qt, a0 = 1, α; s) =


λqtΠ

r
+

(
s− λq∗Π

r

)(
qt
q∗

)(
Ω(qt)

Ω(q∗)

)φ
− U(qt, a0 = 1, α; s) if qt > q∗

s/r otherwise

U(qt, a0 = 1, α; s) =


λqtαΠ

r

[
1−

(
Ω(qt)

Ω(q∗)

)φ]
if qt > q∗

0 otherwise

Proof. See Appendix C.

The principal’s equilibrium behavior at t > 0 is very similar to the optimal resource allocation in

the first-best. In particular, when R is installed at t = 0, the principal also follows a cutoff strategy
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in equilibrium. The equilibrium cutoff q∗, however, is strictly higher than the efficient cutoff when

α > 0 and, furthermore, is strictly increasing in α because the principal does not internalize the

totality of R’s profits due to the compensation promised to the agent.

Note also that the agent’s value function is strictly decreasing in the cutoff belief q∗. This is

because a higher cutoff makes it less likely that the equity promised by the principal will be paid.

Since q∗ is strictly decreasing in s, this implies that U(qt, a0 = 1, α; s) is also strictly decreasing in s

for all qt ∈ (0, 1).

With these results in hand, I can now obtain the players’ equilibrium behavior at time t = 0.

Consider first the agent’s installation decision at t = 0+ given an α ∈ [0, 1]. If the agent does not

install R, then he obtains a continuation value of U(q̄, a0 = 0, α; s) = 0, and the principal obtains

V (q̄, a0 = 0, α; s) = s/r. In contrast, if the agent installs R, then he obtains U(q̄, a0 = 1, α; s) − f ,

and the principal obtains V (q̄, a0 = 1, α; s). Clearly, then:

a∗0(α; f, s) =

1 if f ≤ U(q̄, a0 = 1, α; s)

0 otherwise

and so at t = 0−, the principal solves:

max
α∈[0,1]

{s
r

+ a∗0(α; f, s)
[
V (q̄, a0 = 1, α; s)− s

r

]}
Proposition 2. The equilibrium contract offered by the principal is:

α∗ =

{
α(f, s) if s ≤ s∗

[0,∞) otherwise

where α(f, s) ≡ inf{α ∈ [0, 1] : U(q̄, a0 = 1, α; s) = f} and s∗ ∈ (0, s†) is given by the (unique)

solution to:

max
α∈[0,1]

U(q̄, a0 = 1, α; s∗) = f

In equilibrium, the agent installs R whenever s ≤ s∗, and players’ expected payoffs at t = 0 are:

u∗0 = 0 and v∗0 =

V (q̄, a0 = 1, α(f, s); s) > s/r if s ≤ s∗

s/r otherwise

Proof. See Appendix C.

The key to understanding Proposition 2 is that the agent’s continuation value of installing R,

U(q̄, a0 = 1, α), is non-monotonic in α (see Figure 1). This implies that offering the agent a higher

share of R’s profits does not necessarily translate into stronger incentives to install R. The reason is

that although a higher α increases the amount the agent receives from the risky arm, it also decreases

the principal’s incentives to experiment with R.

The fact that U(q̄, a0 = 1, α; s) is nonmonotonic in α, then implies that when s is sufficiently
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Figure 1: The Equilibrium Contract when s < s∗
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high (i.e., s > s∗), then it is impossible to incentivize the agent to install R. The principal then has

no option but to play the safe arm so her equilibrium expected payoff is v∗0 = s/r.

In contrast, when s ≤ s∗, incentivizing the agent is feasible. The optimal contract then entails

offering the lowest value of α that leaves the agent indifferent between installing R or not. As stated

in the lemma, the principal then obtains strictly more than s/r, implying that v∗0 is discontinuous

at s = s∗.

Finally, since the agent always breaks even ex ante (i.e., u∗0 = 0), the principal’s ex ante payoff

v∗0 is a measure of the organization’s welfare in equilibrium.

3.2 Equilibrium Inefficiency and the Curse of Success

Compared to the first-best outcome, the equilibrium is inefficient (see Figure 2). First, when s ∈
(0, s∗], the agent installs R, but the organization experiments less with this arm than what is efficient;

i.e., q∗ > q†. This is an inefficiency on the “intensive” margin. Second, when s ∈ (s∗, s†), installing

R is efficient, but motivating the agent to execute the task is impossible. This is an inefficiency on

the “extensive” margin.

These two different inefficiencies have the same underlying explanation: the emergence of a

double-sided moral hazard problem. The intuition is as follows. To motivate the agent to install R,

the principal promises the agent a share of R’s profits. However, conditional on R being installed,

this promise alters the attractiveness of allocating resources to the risky arm relative to the status

quo. The latter incentivizes the principal to stop allocating resources to R at a higher belief, making

it less likely that the agent receives the benefits promised in the contract offered. The result is a

disagreement ex post (after R is installed) between the principal and the agent over the appropriate

resource allocation.
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Figure 2: Equilibrium vs. First-Best
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(c) Experimentation Cutoff (f = 1/4)
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(d) Experimentation Cutoff (f = 1/10)
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Note: Remaining parameter values: Π = 1, r = 1/5, λ = 1/5, q̄ = 1/2, σ = 4.

The problem is then compounded by the fact that anticipating the emergence of this potential

disagreement, the agent requires a higher share of R’s profits to install the arm in the first place.

This then feeds back into the problem, as it induces the principal to experiment with R even less,

and so on. Since in equilibrium the agent always breaks even, all the inefficiency ends up falling back

on the principal through the higher α needed to incentivize the agent. Thus, the principal ends up

being the victim of a time-inconsistency problem.

In a sense, the incentive conflict resembles the one that arises in the endogenous default model

in finance (e.g., Leland, 1994). Indeed, because the innovation requires the agent to front-load effort

and given that effort is not verifiable, the agent is effectively making a loan to the principal when

installing the risky arm: he is incurring f today in expectation of future benefits. However, once

the loan is made (i.e., the risky arm is installed) and given that the principal’s resource allocation

policy is not verifiable either, these committed benefits induce the principal to “default” (return to
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the status quo) sooner than is efficient when she grows pessimistic about the innovation’s prospects.

This default risk is then priced ex ante, making it hard/expensive to motivate the agent to install R.

Given that a more attractive status quo increases the principal’s ex-post temptation to switch

back to the safe arm, the severity of this problem increases with s. This explains why current

success can undermine the organization’s innovation efforts. Even more, an increase in s sometimes

exacerbates the incentive friction to such an extent that the organization could end up worse off,

even as an increase in s also increases the fallback payoff in case the innovation turns out not to be

profitable.24 That is, success can indeed be a “curse.” Of course, the incentive friction is necessary

for this result to hold, as the first-best payoff is always strictly increasing in s.

As shown in Figure 2, the inefficiency disappears when either s→ 0 or s→ s†. Note, however, that

this occurs for two very different reasons. When s→ 0, there is no inefficiency because the principal

has no temptation to return to the status quo. The simple equity contract I am considering then

suffices to motivate the agent to install R in the most cost-efficient way and allows the organization

to achieve the first-best outcome. In contrast, when s→ s† the wedge between the first-best outcome

and the equilibrium vanishes because there is no value in installing R.

It is important to note that, even though this double-sided moral hazard problem appears to rely

heavily on the existence of explicit monetary transfers, these are not essential. The same inefficiencies

would arise if, instead of monetary transfers, the principal (i.e., upper management) offered the agent

(i.e., division managers and employees) perks, such as more funding or greater autonomy to run their

divisions to entice them to embrace the innovation. If these additional perks are distortionary for

the organization as a whole, the principal would have incentives to return to the status quo sooner

than is (constrained) efficient, just as in the model with monetary transfers, so a similar double-sided

moral hazard problem ensues. Thus, a model in which the principal compensates the agent “in-kind”

would yield similar qualitative results.

The assumption that the agent’s effort is observable (though not verifiable) is not crucial either,

but it does simplify the analysis. In particular, it is easy to see that the outcome described in

Proposition 2 (which is the unique equilibrium with observable effort) is also an equilibrium of the

game in which the agent’s installation is not observable to the principal.

However, with unobservable effort, there are additional Pareto-dominated equilibria (dominated,

in particular, by the equilibrium described in Proposition 2).25 The reason is that the agent’s

installation decision and the principal’s resource allocation are complements, so there is scope for

miscoordination when the agent’s effort is not observable by the principal. Hence, the outcome of

Proposition 2 can be understood as the equilibrium of a game in which effort is not observable, and

Pareto-dominated equilibria are discarded.

24For example, in the knife-edge case in which s = s∗, a marginal increase in s generates a discontinuous downward
jump in v∗0 from V (q̄, a0 = 1, α(f, s∗); s∗) to s∗/r.
25For instance, there is an equilibrium in which the agent never installs R and the principal never allocates resources

to that arm, irrespective of the share α ∈ [0, 1] offered by the principal at t = 0−.
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3.3 Double-Sided Moral Hazard: Further Implications

Incrementalism

The double-sided moral hazard problem can help explain why organizations sometimes appear to be

suboptimally avoiding “drastic” change, i.e., they appear to be adopting innovations that provide

lower benefits but that require fewer new capabilities.

Formally, fix a w̄ ∈ R+, and for s ∈ (0, s∗) define Π†(w̄, f) and Π∗(w̄, f) as the values of Π that

solve w†0(Π, f) = w̄ and v∗0(Π, f) = w̄. Choosing a value of w̄ such that both Π†(w̄, f) and Π∗(w̄, f)

exist, then:

∂Π†

∂f
=

{
λq̄

r

[
1−

(
Ω(q̄)

Ω(q†)

)φ]}−1

and
∂Π∗

∂f
=

{
λq̄

r

[
1−

(
Ω(q̄)

Ω(q∗)

)φ]}−1

Both of these derivatives are strictly positive—an increase in f must be accompanied by an

increase in Π to keep w†0 and v∗0 constant. However, ∂Π†/∂f < ∂Π∗/∂f given that q† < q∗. The

latter implies that the associated increase in Π needed to keep w†0 and v∗0 unchanged after the same

increase in f must be greater in equilibrium than in the first-best. Intuitively, the increase in Π

needed to compensate for an increase in f must not only offset the higher cost of installing R, but

must also counterbalance the principal’s increased temptation to return to the status quo when the

organization is suffering from the double-sided moral hazard problem.

Consequently, if we take two innovations A and B with ΠA < ΠB and fA < fB such that the

organization is indifferent between the two in the absence of incentive frictions, then in equilibrium,

the organization strictly prefers A to B. Thus, if we were to analyze the behavior of an organi-

zation while incorrectly assuming that it behaves as a single decision-maker entity (the industrial

organization paradigm), we would conclude that the organization is suboptimally avoiding drastic

change.

New vs. Established Firms

Consider the following slight modification of the baseline model: both the safe and the risky arms

must first be installed to produce profits. The cost of installing S is fS , while the cost of installing

R is fR. Everything else remains the same.

Define then an “established” firm as an organization that is exogenously “born” with the safe

arm installed; the organization is a “new” firm otherwise. Although this is definitely ad hoc, the idea

is to capture that established firms already have the necessary capabilities to obtain profits from the

status quo—for example, because only the safe arm was feasible when they first entered the market.

In contrast, newer firms are a “blank slate;” i.e., they have not developed the capabilities needed to

exploit the safe arm or the capabilities needed to obtain profits from the new technology/innovation.

As I formally show in the online Appendix, this model is equivalent to one where new and

established firms obtain different payoffs from the safe arm. More precisely, it is equivalent to one

in which the safe arm gives sE = s to established firms and sN = s− rfS < sE to new firms. Hence,
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in this model, established firms have a more attractive status quo than new firms and are therefore

more severely affected by the double-sided moral hazard problem.

Of course, there are alternative models that also result in established firms having a more at-

tractive status quo than new firms. For example, the presence of first-mover advantages could give

established incumbents a privileged position to exploit the current technology. However, the end

result is the same: established firms are more severely affected by the double-sided moral hazard

problem. As a result, new firms have an advantage over established firms at innovating even after ac-

counting for the cannibalization of profits, just as organizational theories of the Innovator’s Dilemma

predict.

Independent Business Units

The model can also rationalize why firms might establish independent units to develop innovations.

This is a common prescription found in the management literature and was also popularized by

Christensen’s Dilemma (1997).

More precisely, I interpret setting up such a unit as the principal delegating decision rights to

the agent over the resource allocation {kt}t≥0. As I later argue, this interpretation is closely aligned

with what Christensen (1997) appeared to have in mind.

Consider a slight modification of the baseline setting:

t = 0−: The principal offers α ∈ [0, 1] and decides whether to give the agent formal authority over

{kt}t≥0.26

t = 0+: The agent decides whether to install R.

t > 0 : If the agent has formal authority, he chooses kt ∈ [0, 1]; otherwise, kt is chosen by the

principal.

The following lemma characterizes the equilibrium delegation decision by the principal:

Lemma 3. If s ≤ s∗, the principal delegates {kt}t≥0 to the agent whenever λΠ
(
1−φα(f, s)

)
≤ s. If

s ∈ (s∗, s†), the principal delegates whenever s ≤ λq̄Π− rf .

Proof. See Appendix D.

The payoff implications of being able to delegate {kt}t≥0 are illustrated in Figures 3(a) and 3(b)

and the region of the (f, s) space in which the principal finds it optimal to delegate in Figure 3(c). As

this last figure shows, the principal delegates when f is high and the status quo is not too attractive.

Intuitively, a higher f requires offering the agent a higher α and therefore increases the principal’s

ex post temptation. Since delegating the resource allocation eliminates this issue, the principal has

26Note that I assume that delegating {kt}t≥0 is an all-or-nothing proposition. This is a simplification but serves to
illustrate the point in a very transparent fashion. Furthermore, it seems a natural assumption given that {kt}t≥0

is supposed to be unverifiable. Indeed, as Aghion and Tirole (1997) show, when decision rights cannot be formally
transferred, there are alternative ways to achieve similar outcomes using reputation, overload, and a multiplicity
of principals, among others. However, these are highly blunt/imperfect mechanisms. Interpreted in this light, the
assumption that delegating {kt}t≥0 is an all-or-nothing proposition does not appear to be such a bad first approximation.
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Figure 3: Equilibrium Delegation

(a) Payoff Implications (f = 1/4)
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Note: Remaining parameter values: Π = 1, r = 1/5, λ = 1/5, q̄ = 1/2, σ = 4.

stronger incentives to delegate when f is high. However, delegating is costly since the agent allocates

resources to R forever, even if a breakthrough never arrives.27 Because of the latter, the cost of

delegation increases with s.28

Interestingly, this interpretation of autonomous business units appears to be very close to what

Christensen (1997) had in mind. Indeed, in his book (p. 139) he states that “autonomy” is intimately

linked to who has decision rights over the resource allocation:

27Would it be optimal for the principal to offer the agent profits from both arms if she also chooses to delegate {kt}t≥0?
Although characterizing the optimal contract with delegation is beyond the scope of the paper, it is important to
highlight that the answer is not obvious. The reason is that contracts that include profits from the safe arm worsen
the moral hazard problem on the agent’s side since the agent is still rewarded even if he does not install the risky arm
(see Section 5 for the formal argument in an environment without delegation).
28It is important to highlight that delegating {kt}t≥0 could involve additional costs, which, for simplicity, I have

omitted here. For example, by delegating the resource allocation, the principal loses a mechanism of control if the
agent can divest part of the allocated funds for personal benefit (as in e.g., Green and Taylor, 2016).
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How separate does the effort need to be? The primary requirement is that the project cannot

be forced to compete with projects in the mainstream organization for resources... Whether the

independent organization is physically separate is less important than is its independence from

the normal resource allocation process.

4 Which Innovations Are More Difficult for Successful Firms to

Adopt?

In addition to incomplete contracts, an assumption that I discuss in detail in Section 5, there are

three additional key ingredients for this double-sided moral hazard problem to emerge: ex ante

uncertainty, learning, and front-loaded effort. Understanding these three ingredients is important

since they provide predictions about what types of innovations will prove to be more difficult for

successful firms to adopt.

Ex Ante Uncertainty

Ex ante uncertainty about the innovation’s profitability is crucial for the incentive friction to arise:

Corollary 1. As q̄ → 1, the equilibrium approaches the first-best irrespective of the value of s.

Furthermore, an increase in the prior q̄ decreases w†0 − v∗0 when s ∈ (0, s∗).29

Proof. See Appendix D.

In other words, current success is more detrimental (after we account for profit cannibalization)

when the innovation in question is ex-ante a “long shot.” Intuitively, an increase in q̄ not only

increases the value of installing R (which also occurs in the first-best case) but also helps ameliorate

the incentive friction. This is because the agent anticipates that the principal will be less tempted to

return to the status quo if the latter is ex ante more optimistic about the innovation’s profitability.

Corollary 1 has an additional implication. As noted in Section 2, the organization’s problem in

the present model is simply deciding whether to install R, not when to install it. This is because no

useful information arrives when the organization does not install the risky arm.

Consider now an alternative setting in which the principal also has access to additional informa-

tion that does not depend on R’s installation. Corollary 1 then implies that more successful firms

wait for more certainty about the innovation’s profitability before deciding to adopt it since this

helps them alleviate the incentive friction. Thus, more successful firms exhibit a greater “delay” in

adopting R in comparison to the efficient time of adoption based solely on profit cannibalization.

Note that this greater delay does not qualitatively affect the paper’s results: it is still true that

more successful firms face a more severe double-sided moral hazard problem. The only difference

between the baseline model and this richer setting in which the timing of implementation is also an

issue is where the inefficiency shows up. In the baseline model, the incentive friction appears either

29If s ∈ (s∗, s†), then w†0 − v∗0 increases in q̄. The reason is that the organization does not install R in equilibrium.
Hence, a higher q̄ increases the first-best payoff w†0 but does not affect the organization’s equilibrium payoff v∗0 .
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in the agent’s higher compensation or in the organization’s inability to install R. In contrast, in

the model involving the timing of adoption, the friction appears in the greater delay relative to the

efficient time of adoption.

Learning/Slow Resolution of Uncertainty

Ex ante uncertainty is necessary but not sufficient; uncertainty must resolve slowly over time for the

incentive friction to arise. Indeed, the double-sided moral hazard problem vanishes if players can

learn the innovation’s profitability infinitely quickly:

Corollary 2. As σ → 0, the equilibrium approaches the first-best outcome irrespective of the value

of s. Furthermore, if σ < σ̄, where σ̄ ∈ (0,∞), a decrease in σ decreases w†0 − v∗0 when s ∈ (0, s∗).30

Proof. See Appendix D.

Intuitively, when σ converges to zero, the innovation becomes an “all-or-nothing” proposition:

players immediately learn whether the innovation is profitable or not. However, if that happens, then

there is no disagreement ex post between the principal and the agent on the resource allocation: both

agree that it is optimal to allocate resources to R if θ = 1 and to allocate resources to S otherwise.

This explains why the equilibrium inefficiency vanishes as σ → 0.

However, improving the precision of the news process on the margin does not always lead to a

decrease in the severity of the double-sided moral hazard problem. In fact, a marginal decrease in σ

might even lower the principal’s equilibrium payoff when σ is away from zero, as Figure 4(b) shows.

This occurs because an increase in the precision of the news process generates two opposing effects

on the incentive friction.

On the one hand, a lower σ incentivizes the principal to experiment with R longer, as each

subsequent unit of resource allocated to this arm reveals more information about its profitability.

This is an efficiency-enhancing effect, as it helps the principal to partially regain “commitment”

power to continue experimenting with R. The latter makes it more likely that the agent will receive

the promised reward, helping ameliorate the incentive friction.

On the other hand, a lower σ increases the volatility of beliefs (see equation (1)), as it makes

them more sensitive to the news process {Xt}t≥0. Hence, for a given cutoff belief q∗, there is a higher

chance that qt reaches the cutoff by “mistake” (despite R being profitable) after a series of bad

realizations of dXt if the noise of the news process is still significant. This is an efficiency-destroying

effect, as it makes it less likely that the agent will receive the promised reward, increasing the severity

of the incentive conflict.

Due to these two opposing forces, it is impossible in general to sign the effect σ over v∗0 when

s ∈ (0, s∗). Since w†0 is always strictly decreasing in σ (in the absence of frictions, better information is

always beneficial), this implies that σ might have nonmonotonic effects over w†0−v∗0 when s ∈ (0, s∗).

30When s ∈ (s∗, s†), then w†0 − v∗0 always decreases in σ. The reason is that the organization does not install R in
equilibrium. Hence, a higher σ decreases the first-best payoff w†0 but does not affect the organization’s equilibrium
payoff v∗0 .
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Figure 4: The Effect of σ over w†0 and v∗0 when s ∈ (0, s∗)

(a) w∗0 − v∗0 monotonic in σ (r = 1/5, f = 1/4)
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(b) w∗0 − v∗0 nonmonotonic in σ (r = 1/2, f = 1/10)
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Note: Remaining parameter values: Π = 1, λ = 1/5, q̄ = 1/2, s = 0.035. Under these parameter values, the
organization always installs R in equilibrium, irrespective of the value of σ.

However, as the proof of Corollary 2 shows, when the news process is sufficiently precise to begin

with, the efficiency-destroying effect loses force. Hence, a decrease in σ not only increases the value

of installing R thanks to the higher rate of learning (which also happens in the first-best case), but

also helps ameliorate the incentive friction due to the efficiency-enhancing effect. Thus, when σ is

sufficiently low to begin with, a decrease in σ increases v∗0 and decreases w†0 − v∗0.

Furthermore, numerical simulations suggest that the efficiency-enhancing effect is usually strong

enough that w†0 − v∗0 is typically increasing in σ except in very exceptional circumstances. Hence,

generically speaking, a reduction in σ usually leads to lower distortions in the present setting.31

Consequently, the model predicts that current success will not lead to organizational rigidities in

the case of easily scalable innovations in which preliminary experiments, prototypes, and minimum

viable products provide a good sense of the value of the overall opportunity.

Front-Loaded Effort

In the online Appendix, I analyze a model in which installing R is costless (f = 0) but where the

arrival rate of R’s lump-sum payments requires of “memoryless” continuous effort from the agent.

More precisely, the new arrival rate is λθatkt, where at ∈ [0, 1] is the agent’s effort at instant t, whose

31Note, however, that due to these two opposing effects, it is easy to develop alternative settings in which more
precise information is detrimental to the organization under a wider set of circumstances. For instance, suppose that
stock market pressure constrains how much the principal can experiment with the innovation (i.e., there is stock
market “short-termism”). In this setting, the efficiency-enhancing effect of a lower σ is diminished, while the efficiency-
destroying effect remains unaltered. Hence, it is more likely that more precise information about the innovation’s
profitability is detrimental to the organization.
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cost per unit of time is c(at) = cat. The news process in this setting is then given by:

dXt = θatktdt+ a
1/2
t k

1/2
t σdZt, where {Zt}t≥0 is a standard Brownian motion

I then show that if the principal offers the agent an equity contract, then the unique Markov-

perfect equilibrium is inefficient. However, unlike in the baseline model, the difference between the

principal’s payoffs in equilibrium and in the first-best is decreasing in the status quo’s attractive-

ness. Hence, in this case, more successful incumbents will be better innovators than less successful

incumbents (or new firms) after accounting for cannibalization of profits.32

The key difference between this model and the baseline model of Sections 2 and 3 is the fact that

in the latter, the agent must front-load effort, while in the former, he does not. This implies that the

agent’s effort is “lost” once the innovation is abandoned in the baseline model but not in the model

with memoryless continuous effort.

Note, however, that continuous and front-loaded effort are not polar opposite of the same spec-

trum; there are reasonable circumstances in which the agent front-loads continuous effort. One such

example is when the agent’s cost of making continuous effort decreases with the amount of effort he

has exerted in the past; i.e., the agent’s effort has increasing returns due, for instance, to learning

curves and learning-by-doing. Hence, whether the agent incurs f once or makes a continuous effort

is not crucial; the key is that the effort is front loaded.

Revisiting New vs. Established Firms

As I discussed previously, the double-sided moral hazard problem could explain why new firms appear

to be better innovators than established firms after accounting for profit cannibalization. The results

of this section refine those predictions: not all innovations give new firms an advantage—only those

(i) that are highly uncertain, (ii) whose result may take some time to become apparent, and (iii)

that require front-loaded effort from employees.

The previous point could help explain why established firms appear to be less effective than new

ventures but only in the case of innovations that require new organizational capabilities (Henderson,

1993). Indeed, acquiring new organizational knowledge, developing new processes and routines, and

establishing a new code/technical language are all innovations that satisfy properties (i)-(iii) and

should therefore cause particular trouble for successful incumbents, according to the model.

Moreover, the fact that the double-sided moral hazard problem decreases as the organization

becomes ex ante more optimistic about the innovation’s profitability could help explain some anec-

dotal evidence suggesting that even though they usually struggle to innovate first, established firms

are relatively successful second-mover adopters (see e.g., Markides and Geroski, 2005). Indeed, once

32Furthermore, it can be shown that if the principal offers an equity contract and parties can continuously renegotiate
the contract, then the equilibrium coincides with the first-best outcome in the case of memoryless continuous effort,
but not in the model with the one-time installation cost f . Intuitively, with memoryless continuous effort, the first-best
is implementable with a series of short-term contracts. In contrast, with the one-time installation cost f , contract
renegotiation does not suffice since the agent is still being “expropriated” ex post.
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a new firm develops an innovation, the uncertainty surrounding the innovation’s profitability most

likely decreases, ameliorating the organizational rigidities deterring established firms from trying to

adopt the innovation in the first place.

5 Contract Incompleteness

In this section, I return to the baseline model with the one-time installation cost f to study alternative

contractual arrangements. Recall that the principal’s resource allocation policy {kt}t≥0, the agent’s

effort/installation decision a0 ∈ {0, 1}, and the news process dXt are not verifiable. Furthermore,

remember that the agent has no wealth and is protected by limited liability.

The assumption that {kt}t≥0 is not verifiable can be defended on two different grounds depending

on the interpretation of the principal’s resource. A first interpretation is that this resource represent

the principal’s priorities or attention. That is clearly unverifiable. An alternative explanation—one

that I exploited when discussing the incentives to set up independent business units (Section 3.3)—is

that the principal’s resources are literal funds. In that case, the fact that {kt}t≥0 is not verifiable is

consistent with the idea that decision rights over resource allocation lie with upper management and

that “decision rights in organizations are loaned, not owned” (Baker, Gibbons and Murphy, 1999,

p. 56).33

The agent’s installation decision a0 ∈ {0, 1}, in turn, should be interpreted as the agent’s effort in

developing “quality” organizational capital. This effort is likely to be unobservable, and, therefore,

not verifiable either. Although for simplicity I am assuming only the latter here, the results do not

change if effort is actually unobservable, as mentioned previously (see Section 3.2).

Finally, that dXt is also not verifiable can, again, be defended on two different grounds. First,

dXt could consist of soft information: namely, subjective assessment of whether the initiative is

working out as expected. Second, even if dXt consists of hard information, it might be hard to

precisely specify in advance what should be considered good and bad news.

The rest of this section analyzes the effects of considering alternative contractual arrangements

when {kt}t≥0, a0 ∈ {0, 1}, and dXt are not verifiable. The roadmap is as follows. First, I begin with

a discussion of contracts that do not allow the principal to achieve the first-best outcome. Then,

I move to those contracts that allow the principal to achieve efficiency and discuss their potential

implementation problems. For readability, I keep the discussion relatively informal.

33A perceptive reader might then argue that this implies that there are incentives to vertical disintegration in the
current setting; i.e., the principal and the agent would be better off organized as separate entities if that allows them
to make {kt}t≥0 verifiable. This observation is correct (in fact, it is the reason why setting up an independent business
unit might be optimal). However, I implicitly assume that there are other unmodeled transaction costs that incentivize
the principal and the agent to be organized within the same organization.
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5.1 Contracts that Do Not Implement the First-Best Outcome

Single, Time-Independent Bonus Contingent on a Breakthrough

A single, time-independent bonus contingent on a breakthrough is equivalent to offering a constant

share α of R’s profits. The key is that the players’ risk neutrality implies that all that matters for

the equilibrium is the expected present value that the agent receives in the event of a breakthrough.

In the case of a single, time-independent bonus B, this present value is equal to qtB. In the case of

contract α, this present value is equal to qtαΠ(1 + λ/r). Consequently, a bonus B is equivalent to

offering a share α = B
[
Π(1 + λ/r)

]−1
of R’s profits.34

However, it is important to highlight that there are plausible circumstances in which offering

equity onR’s profits strictly dominates a single bonus. For instance, suppose that the agent can create

“fake” jumps at the risk of ending the game (i.e., “destroying” the organization). Assume further

that these artificial jumps are not distinguishable from real jumps to outside observers/contract

enforcers. In such a scenario, the incentives for the agent to engage in this harmful behavior are

greater if the principal front-loads all payments in a single bonus instead of smoothing them through

time by offering a constant share of R’s proceeds.35

Equity Contingent on the Number of Jumps

Offering the agent a varying share of R’s profit depending on the number of times R has jumped,

α(n) ∈ [0, 1], is also equivalent to offering a constant share α of R’s profits (see the online Appendix

for the formal proof).

Intuitively, this is the result of risk neutrality plus the fact that a single breakthrough reveals

to both players that R is profitable. Therefore, there is again a unique way to write the expected

present value that the agent receives from a given contract as a function of the other contract.

Equity from Both Arms

Consider a contract involving constant shares αR ∈ [0, 1] and αS ∈ [0, 1] from R’s and S’s profits,

respectively. The idea would be to dampen the principal’s incentives to return to R inefficiently

quickly by using αS to lower the safe arm’s attractiveness.

The problem, however, is that setting αS > 0 is no free lunch. Indeed, if the principal sets αS ≥ 1,

she is committing to allocating all resources to R forever. The latter is costly since resource allocation

is no longer responsive to new information (i.e., it is equivalent to setting up an “independent business

unit” to develop R). Alternatively, suppose the principal sets αS ∈ (0, 1). In that case, she maintains

some flexibility in resource allocation, but she worsens the moral hazard problem on the agent’s side

since the latter is still rewarded even if he does not install the risky arm.

34The game’s infinite horizon is key for this equivalence. With a finite horizon, there is no time homogeneity, so the
B contract is not equivalent to the α contract. Nevertheless, even in this last case, the B contract does not implement
the first-best outcome (it actually performs worse than the equity contract).
35See Klein (2016) for a model along these lines.
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Let me develop these arguments more formally. Suppose first that αS is constrained to be strictly

less than 1. Then, the equilibrium cutoff is given by:

q∗ =
s(φ− 1)(1− αS)

λφΠ(1− αR)− s(1− αS)
> 0

so, letting α = (αR, αS), players’ value functions as a function of qt if the agent installs R at t = 0+

are:

V (qt, a0 = 1,α; s) =


λqtΠ

r
+

(
s− λq∗Π

r

)(
qt
q∗

)(
Ω(qt)

Ω(q∗)

)φ
− U(qt, a0 = 1,α; s) if qt > q∗

s/r otherwise

U(qt, a0 = 1,α; s) =


λqtα

RΠ

r
+

(
αSs− λq∗αRΠ

r

)(
qt
q∗

)(
Ω(qt)

Ω(q∗)

)φ
if qt > q∗

0 otherwise

The equilibrium cutoff is strictly increasing in αR (as in Section 3), but now strictly decreasing in

αS . Hence, by increasing αS , the principal can precommit not to return to R too quickly, ameliorating

the moral hazard problem on her side.

However, the issue arises when the agent does not install R. In this case, the principal cannot

commit not to allocate resources to S given that she still obtains strictly positive profits from this

arm (as αS < 1). Consequently, the agent anticipates that by not installing R, he will obtain a

payoff of αSs/r.36 The latter implies that the agent’s participation constraint is no longer U(qt, a0 =

1,α)− f ≥ 0, but rather:

U(qt, a0 = 1,α)− f ≥ αSs

r

This fact severely limits the usefulness of the contract when αS is constrained to be strictly less than

1, since it forces the principal to start leaving the agent “informational” rents (see Figure 5).

Note that this problem is less likely to emerge when αS ≥ 1. In this case, the principal is

indifferent between allocating resources to R or S if the agent fails to install R—both arms give

her zero profits. Hence, it is more likely that the principal can commit to “punishing” the agent,

allocating resources exclusively to R forever if the agent fails to install R at time t = 0+. Assuming

that this is the way that the game unfolds if R is not installed, which appears to be a very reasonable

refinement, then when αS ≥ 1, the agent’s participation constraint goes back to being U(qt, a0 =

1,α)− f ≥ 0.

In summary, the principal (sometimes) benefits from moving from an α contract to an (αR, αS)

contract. However, the outcome still falls short of the first-best outcome. Furthermore, most of the

gains come from setting αS ≥ 1, in which case the equilibrium is the same as if the principal had

delegated the resource allocation to the agent.

36Note that the principal cannot fire the agent if he refuses to install R, given that the agent’s installation decision is
not verifiable.
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Figure 5: (αR, αS) Contract with αS < 1
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Note: Parameters are Π = 1, r = 1/5, λ = 1/5, f = 1/4, q̄ = 1/2, σ = 4.

Equity plus Liquidated Damages

Consider now a contract involving a constant share α ∈ [0, 1] of R’s profits plus a damages clause

that forces the principal to pay the agent D > 0 if the organization obtains strictly positive profits

from the safe arm. Thus, the contract punishes the principal if she allocates even a tiny fraction of

resources to the safe arm.37

Again, the idea is to use damages to disincentivize the principal to return to S if R does not

deliver immediate results. It is easy to see that this contract is equivalent to the (αR, αS) contract

that I just discussed and, therefore, has the same implications.

Note, however, that this equivalence relies on the fact that the principal cannot “save” resources

through time; i.e., at any given time, all resources are destined to either S or R. If the principal has

the option not to utilize all the resources at any given t > 0, then the damage clause loses its bite,

and this contract is equivalent to the simple equity contract analyzed in the baseline model.

Time-Contingent Bonus

Suppose the principal offers a single, time-varying bonus Bt payable upon a breakthrough. The

idea would be to offer a time-decreasing bonus Bt to track the principal’s increasing pessimism if a

breakthrough fails to arrive.

This contract, however, is not sufficient to achieve efficiency. First, when σ < ∞, a time-

contingent contract cannot perfectly track the principal’s beliefs in the absence of a breakthrough

37Because {kt}t≥0 is not verifiable, the clause cannot be made directly contingent on it. Hence, the principal indirectly
links the clause to the allocation of resources via the profits that the organization obtains from S.
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since beliefs evolve stochastically. Second, even when σ → ∞ (so beliefs in the absence of a break-

through drift down deterministically in time), a bonus that decreases too steeply incentivizes the

principal to postpone allocating resources to R to economize on the agent’s compensation. The

latter restricts how fast the bonus can decay, affecting the contract’s ability to track the principal’s

pessimism when a breakthrough fails to materialize.38

As a final note, although it seems reasonable to assume that R’s profits are verifiable, it is not

obvious that the timing of R’s jumps will be, as well. Indeed, if the agent compensation depends

on time, the principal has strong incentives to manipulate the organization’s accounting, even if she

does not postpone allocating resources to R.

5.2 Contracts That Can Potentially Implement the First-Best Outcome

Time-Contingent Contract with Liquidated Damages

Consider the following contract. The principal commits to paying a bonus B̄ if a breakthrough occurs

in a very small window of time immediately upon installation [0,∆], and simultaneously commits to

paying the agent damages D > 0 if the organization obtains strictly positive profits from the safe

arm.

The equilibrium, in this case, coincides with the first-best outcome. Indeed, as ∆ → 0, the

principal becomes the full residual claimant of R’s profits infinitely quickly, so she experiments

efficiently. The damages clause is then used to force the principal ex post to allocate resources to R

in the interval [0,∆], even though the agent’s compensation drops from B̄ to zero discontinuously.

In addition to being highly artificial, the main problem with this contract is that it relies heavily

on the timing of R’s first jump. This is something that is not obviously verifiable, as discussed

earlier.

Belief-Contingent Contracts

Even though beliefs are unlikely to be verifiable in practice, if we entertain this possibility, then there

are multiple ways to implement the first-best outcome.

For instance, the principal could offer a constant share α of R’s profits plus a damage clause if the

organization obtains strictly positive profits from the safe arm before beliefs reach the efficient cutoff

q†. The damage clause must be set sufficiently high so that the principal does not have incentives to

allocate resources to S, even if the agent fails to install R at t = 0 (otherwise, the contract worsens

the agent’s moral hazard problem, as previously discussed).

Alternatively, the principal could offer a single, belief-varying bonus B(qt). This bonus is capable

of tracking the principal’s increasing pessimism if a breakthrough fails to arrive, without incentivizing

the principal to postpone allocating resources to R to economize on the agent’s compensation. This

38In the online Appendix, I show the emergence of this problem using a three-period model (unfortunately, character-
izing the optimal time-contingent contract in continuous time is increasingly difficult).
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is because if the principal does not allocate resources to R on a given time interval, then beliefs do

not change over that interval, and the agent’s compensation stays constant.

5.3 Summary: Contract Complexity

In Sections 3 and 4, I showed that if the principal offers a simple equity contract, then the organization

suffers from a double-sided moral hazard problem. I also showed that this incentive friction is more

pronounced under the following conditions:

(i) The organization is more successful

(ii) The innovation is a “long shot”

(iii) It takes a long time to learn the innovation’s profitability

(iv) The innovation requires significant front-loaded effort from the agent

These results continue to hold when more complex contractual schemes are available if we take

the stance that contract complexity is costly—either because there are direct costs of specifying more

contingencies or because more complex contracts are less robust. In particular, more successful firms

will either have to rely on more costly and complex reward schemes or accept a more inefficient

outcome due to this double-sided moral hazard problem. In either case, it is still true that this

disadvantage is more pronounced when conditions (i)-(iv) hold.

6 Conclusions

In this paper, I proposed a new explanation for why current success might lead to organizational

rigidities and undermine an organization’s ability to innovate. When contracts are incomplete,

successful firms struggle to adopt innovations that are highly uncertain, not easily scalable and that

require significant front-loaded effort from employees. The reason is the emergence of an incentive

friction, a double-sided moral hazard problem, the severity of which increases with the organization’s

current success.

This new explanation provides novel predictions about which innovations will prove to be more

difficult for successful firms to adopt. Furthermore, it can simultaneously help explain, among other

things, (i) why successful organizations sometimes appear to suboptimally avoid drastic change, (ii)

why they might set up autonomous units to develop innovations, and (iii) why new firms might

have an advantage over established firms in adopting innovations that require new organizational

knowledge.

The paper also suggests several promising avenues for future research. First, it would be in-

teresting to study how this double-sided moral hazard problem interacts with interfirm strategic

considerations. For instance, what are the effects of this incentive friction when an incumbent com-

petes with an entrant in developing an innovation? Second, building on the results concerning the

effects of more precise information, how should the principal design the arrival of information to

optimally recover some commitment and help ameliorate equilibrium inefficiencies?
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Appendix A The Filtering Problem

The proof is adapted from Bolton and Harris (1999). When R is installed (a0 = 1), players derive

information from the organization’s profits and the news process dXt = θktdt+k
1/2
t σdZt. The latter

is observationally equivalent to observing dX̃t = k
1/2
t θ̃dt+ dZt, where θ̃ = θ/σ.

Now, θ̃ takes values 0 and h̃ ≡ 1/σ with probabilities (1 − qt) and qt, respectively, and dZt

is independently and normally distributed with mean 0 and variance dt. Hence, if there is no

breakthrough in the interval [t, t+ dt] and players also observe dX̃t, by Bayes’ rule we have:

qt+dt =
qtF (h̃)(1− λktdt)

qtF (h̃)(1− λktdt) + (1− qt)F (0)

where F (µ̃) = (2πdt)−1/2 exp
(
− (1/2dt)(dX̃t− k1/2

t µ̃dt)2
)

is the probability of observing dX̃t condi-

tional on µ̃. Thus,

dq =
q(1− q)

[
(1− λkdt)F̃ (h̃)− 1

]
q(1− λkdt)F̃ (h̃) + (1− q)

where F̃ (h̃) = exp(k1/2h̃ dX̃ − (1/2)kh̃2dt), and where the dependence on t has been suppressed.

Furthermore, F̃ (h̃) = 1 + k1/2h̃dX̃, where I have dropped terms of order t3/2 and higher, and I have

used the fact that dX̃dX̃ = dt. Hence,

dq =
q(1− q)

[
(1− λkdt)(1 + k1/2h̃dX̃)− 1

]
q(1− λkdt)(1 + k1/2h̃dX̃) + (1− q)

=
q(1− q)

(
k1/2h̃ dX̃ − λkdt

)
1− λkqdt+ qk1/2h̃ dX̃

= q(1− q)
(
k1/2h̃ dX̃ − λkdt

)(
1− qk1/2h̃ dX̃ + λkqdt

)
= −λkq(1− q)dt+

k1/2q(1− q)
σ

[
dX̃ − k1/2qh̃dt

]
= −λkq(1− q)dt+

k1/2q(1− q)
σ

dZ̃

where dZ̃ = dX̃ − k1/2qh̃dt, and where I have omitted terms of order t3/2 and higher and again used

the fact that dX̃dX̃ = dt. Finally, the expectation of dZ̃ conditional on all available information at

time t is zero, and dZ̃dZ̃ = dt. That is, dZ̃ is a Brownian motion relative to the players’s information.

�

Appendix B The First-Best Outcome

B.1 Proof of Lemma 1

If R is installed.— In this case, by the principle of optimality the value function satisfies:

w(q) = max
k∈[0,1]

{[
(1− k)s+ λqkΠ

(
1 +

λ

r

)]
dt+ e−rdtE [w(q + dq) | q, k]

}
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where dq is given by equation (1). Taking the continuous-time limit and using Ito’s lemma we obtain

the Hamilton-Jacobi-Bellman (HJB) equation:

rw(q) = max
k∈[0,1]

{
λkq

[
Π
(

1 +
λ

r

)
− w(q)

]
+ (1− k)s− λkq(1− q)w′(q) +

kq2(1− q)2

2σ2
w′′(q)

}
The linearity in k of the maximand in the HJB equation immediately implies that it is always optimal

to choose either k = 0 or k = 1. In the former case, w(q) = s/r, while in the latter case, w satisfies

the second-order differential equation:

rw(q) = λq

[
Π
(

1 +
λ

r

)
− w(q)

]
− λq(1− q)w′(q) +

q2(1− q)2

2σ2
w′′(q)

This has solution w(q) = λqtΠ/r + qΩ(q)φC1 + qΩ(q)ψC2, where Ω(q) ≡ (1− q)/q and:

φ ≡ (1/2− λσ2) +
√

(1/2− λσ2)2 + 2σ2(r + λ) ∈ (1, 1 + r/λ)

ψ ≡ (1/2− λσ2)−
√

(1/2− λσ2)2 + 2σ2(r + λ) < 0

It is straightforward to prove that (i) φ is strictly increasing in σ; (ii) limσ→0 φ = 1; and (iii)

limσ→∞ φ = 1 + r/λ.

Given that this is a single-person experimentation problem, I conjecture that k∗ = 1 whenever q

is greater than a cutoff belief q†. If so, then C2 = 0 (otherwise |w(q)| → ∞ as q → 1−), while C1

and q† are obtained by imposing w(q†) = s/r (value matching) and w′(q†) = 0 (smoothing pasting).

Thus, we have that q† = s(φ− 1)/(φλΠ− s) and that:

W (qt, a0 = 1; s) =


λqtΠ

r
+

(
s− λq†Π

r

)(
qt
q†

)(
Ω(qt)

Ω(q†)

)φ
if qt > q†

s/r otherwise

where W (qt, a0 = 1) denotes the value function when R is installed. Optimality then follows by

standard verification arguments.

If R is not installed.— In this case, it is clear that it is optimal to allocate all resources to the safe

arm exclusively, as R never delivers any profits. Hence, W (qt, a0 = 0) = s/r. �

B.2 Proof of Proposition 1

Installing R gives W (qt, a0 = 1; s)− f , while not installing gives W (qt, a0 = 0; s) = s/r. Hence, it is

optimal to install R whenever W (qt, a0 = 1; s) − f − s/r ≥ 0. The term W (qt, a0 = 1; s) − f − s/r
is strictly decreasing in s. Furthermore, as s→ 0, it converges to λq̄Π/r − f > 0, and as s→ λΠ, it

converges to −f . Hence, it is optimal to install R whenever s ≤ s†, where s† ∈ (0, λΠ) is the unique

solution to W (q̄, a0 = 1; s†)− f = s†/r. �
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Appendix C The Equilibrium

C.1 Proof of Lemma 2

The Principal’s Resource Allocation Problem.— If the agent does not install R, then it is clear that

k∗t (qt, a0 = 1, α0; s) = 0 for all qt ∈ [0, 1], given that R never delivers profits. Hence, the principal’s

value function in this case is V (qt, a0 = 0, α; s) = s/r.

On the other hand, if the agent installs R, by the principle of optimality, the principal’s value

function satisfies:

v(q) = max
k∈[0,1]

{[
(1− k)s+ λqk(1− α)Π

(
1 +

λ

r

)]
dt+ e−rdtE [v(q + dq) | q, k]

}
where, again, dq is given by equation (1).

This problem is identical to the problem of a single decision-maker, except that the principal

receives a fraction 1 − α of R’s proceeds only. Hence, following a similar argument as that in the

proof Lemma 1, we obtain that the equilibrium resource allocation policy in this case is given by:

k∗t (qt, a0 = 1, α0; s) =

{
1 if qt > q∗

0 otherwise
, where q∗ ≡ s(φ− 1)

φλΠ(1− α)− s

and the principal’s value function is:

V (qt, a0 = 1, α; s) =


λqt(1− α)Π

r
+

(
s− λq∗(1− α)Π

r

)(
qt
q∗

)(
Ω(qt)

Ω(q∗)

)φ
if qt > q∗

s/r otherwise

The Agent’s Value Function.— If the agent does not install R, then the principal plays k∗t (qt, a0 =

1, α0; s) = 0 for all qt ∈ [0, 1]. Thus, the agent’s value function in this case is U(qt, a0 = 0, α; s) = 0.

Suppose instead that the agent installs R. If qt ≤ q∗, then given the principal’s equilibrium

resource allocation policy, we have that U(qt, a0 = 1, α; s) = 0. In contrast, if qt > q∗, then the

agent’s value function satisfies:

ru(q) = λq

[
αΠ
(

1 +
λ

r

)
− u(q)

]
− λq(1− q)u′(q) +

q2(1− q)2

2σ2
u′′(q)

which has solution u(q) = λqtαΠ/r+qΩ(q)φK1+qΩ(q)ψK2. Using the facts that limq→1− |u(q)| <∞,

and that u(q∗) = 0 (value matching), we then obtain that the agent’s value function in this case is:

U(qt, a0 = 1, α; s) =


λqtαΠ

r

[
1−

(
Ω(qt)

Ω(q∗)

)φ]
if qt > q∗

0 otherwise
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This then implies that V (qt, a0 = 1, α; s) can be written as:

V (qt, a0 = 1, α; s) =


λqtΠ

r
+

(
s− λq∗Π

r

)(
qt
q∗

)(
Ω(qt)

Ω(q∗)

)φ
− U(qt, a0 = 1, α; s) if qt > q∗

s/r otherwise

�

C.2 Proof of Proposition 2

Preliminaries.— I begin with two preliminary claims that will be used in the proof of this proposition.

Claim 1. For any s ∈ (0, s†], there is a unique α that solves maxα∈[0,1] U(q̄, a0 = 1, α; s). Further-

more, maxα∈[0,1] U(q̄, a0 = 1, α; s) is strictly decreasing in s when s ∈ (0, s†).

Proof. Note that when s = s†, then q† < q̄ (otherwise, W (q̄, a0 = 1; s†) = s†/r, and it would not be

optimal to install R). By continuity, this implies that when s ≤ s†, I can always find an α ∈ [0, 1]

such that q∗ < q̄.

Now, let α̂ ∈ arg maxα∈[0,1] U(q̄, a0 = 1, α; s). Note that if α is such that q∗ ≥ q̄, then U(q̄, a0 =

1, α; s) = 0. In contrast, if α is such that q∗ < q̄, then U(q̄, a0 = 1, α) > 0. Hence, α̂ must be such

that q∗ < q̄. However, if so, then:

∂2U

∂α2
=

−λ2q̄φΠ2

r(λΠ(1− α)− s)2

(
Ω(q̄)

Ω(q∗)

)φ
[λαΠ(φ− 1) + 2(λΠ− s)] < 0

Thus, in the relevant region, U(q̄, a0 = 1, α; s) is strictly concave, and therefore, α̂ is unique. Finally,

since U(q̄, a0 = 1, α; s) is strictly decreasing in s when α is such that q∗ < q̄, we have that in

particular, U(q̄, a0 = 1, α̂; s) is strictly decreasing in s.

Claim 2. Define s∗ as a solution of maxα∈[0,1] U(q̄, a0 = 1, α; s∗) = f . We then have that s∗ exists,

is unique and is strictly between 0 and s†.

Proof. By Claim 1, maxα∈[0,1] U(q̄, a0 = 1, α; s) is strictly decreasing in s. Furthermore, when s→ 0,

then maxα∈[0,1] U(q̄, a0 = 1, α; s∗) = λq̄Π/r > f . Hence, maxα∈[0,1] U(q̄, a0 = 1, α; s∗) cuts f at most

once.

I now claim that maxα∈[0,1] U(q̄, a0 = 1, α; s†) < f , immediately implying that s∗ exists and that

s∗ ∈ (0, s†). First, note that when W (q̄, a0 = 1; s) > s/r, then W (q̄, a0 = 1; s) = G(q†(s), s), where

q†(s) ≡ s(φ− 1)/(φλΠ− s) and G(x, s) is defined as:

G(x, s) ≡ λq̄Π

r
+

(
s− λxΠ

r

)( q̄
x

)(Ω(q̄)

Ω(x)

)φ
Note, further, that q†(s) = arg maxx∈[0,q̄]G(x, s), and that whenever α ≤ α̂(s), then V (q̄, a0 =

1, α; s) + U(q̄, a0 = 1, α; s) = G(q∗(α, s), s), where q∗(α, s) ≡ s(φ− 1)/(φλΠ(1− α)− s).
Now define α̂† ≡ α̂(s†) = arg maxα∈[0,1] U(q̄, a0 = 1, α; s†), and suppose by contradiction that

U(q̄, a0 = 1, α̂†; s†) ≥ f . Since f > 0, this implies that q∗(α̂†, s†) < q̄, i.e., the equilibrium cutoff
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belief q∗ when the equity is α̂† and the status quo is s† must be strictly less than the prior q̄; otherwise,

there would be no experimentation with R and U(q̄, a0 = 1, α̂†; s†) = 0.

Now, using the definition of s†, the premise that U(q̄, a0 = 1, α̂†; s†) ≥ f , then implies that

U(q̄, a0 = 1, α̂†; s†) ≥ G(q†(s†), s†)− s†/r. However, if so, then:

[U(q̄, a0 = 1, α̂†; s†) + V (q̄, a0 = 1, α̂†; s†)]︸ ︷︷ ︸
G(q∗(α̂†,s†),s†)

≥ G(q†(s†), s†) + [V (q̄, a0 = 1, α̂†; s†)− s†/r]︸ ︷︷ ︸
>0 given that q∗(α̂†, s†) < q̄

which implies that G(q∗(α̂†, s†), s†) > G(q†(s†), s†). This contradicts the fact that G(q†(s†), s†) =

maxx∈[0,q̄]G(x, s†). Hence, maxα∈[0,1] U(q̄, a0 = 1, α; s†) < f , so s∗ exists and s∗ < s†.

Proof of Proposition 2.— Recall that the principal solves:

max
α∈[0,1]

{s
r

+ a∗0(α; f, s)
[
V (q̄, a0 = 1, α; s)− s

r

]}
where a∗0(α; f, s) =

{
1 if f ≤ U(q̄, a0 = 1, α; s)

0 otherwise

Define then s∗ ∈ (0, s†) as in Claim 2. Clearly, motivating the agent to install R is impossible when

s > s∗. Hence, in this case any α is equilibrium.

Consider then the case s ≤ s∗. Note that in this case the principal always finds it optimal to

incentivize the agent to exert effort. Indeed, for the agent to install R, it must be that U(q̄, a0 =

1, α; s) ≥ f . However, since f > 0, this requires that α must be such that q∗ < q̄, implying that

V (q̄, a0 = 1, α) > s/r.

Now, V (q̄, a0 = 1, α; s) is strictly decreasing in α; thus, the principal offers the agent the minimum

α that satisfies U(q̄, a0 = 1, α; s) = f . That is:

α∗ = α(f, s) ≡ inf{α ∈ [0, 1] : U(q̄, a0 = 1, α; s) = f}

which always exists given that s ≤ s∗. Consequently, the principal expected payoffs at t = 0 is:

v∗0 =

{
V (q̄, a0 = 1, α(f, s); s) > s/r if s ≤ s∗

s/r otherwise

Since the agent is always indifferent between installing and not installing R, then his expected payoffs

at t = 0 is u∗0 = 0. �

Appendix D Additional Proofs

D.1 Proof of Lemma 3

If the principal offers α and delegates {kt}t≥0, then the agent’s continuation value of installing

R is λq̄αΠ/r − f , and the principal’s λq̄(1 − α)Π/r. Hence, if she delegates, the principal offers

α∗ = rf/λq̄Π. Thus, by delegating {kt}t≥0, the principal secures λq̄Π/r− f . In contrast, if she does
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not delegate, then by Proposition 2, she obtains:

s/r + a∗0(α(f, s)) [V (q̄, a0 = 1, α(f, s); s)− s/r]

Thus, delegating {kt}t≥0 is optimal for the principal whenever:

λq̄Π

r
− f > s

r
+ a∗0(α(f, s))

[
V (q̄, a0 = 1, α(f, s); s)− s

r

]
When s ∈ (0, s∗], this last condition is equivalent to requiring λΠ(1− α(f, s)φ) ≤ s, while when

s > s∗, this condition can be written as s ≤ λq̄Π− rf . �

D.2 Proof of Corollary 1

First, it is easy to see that v∗0 → w∗0 → λΠ/r − f as q̄ → 1. Hence, as q̄ → 1, the equilibrium

approaches the first-best outcome irrespective of the value of s.

Now, for the effect of q̄ over w†0 − v∗0 when s ∈ (0, s∗), note first that U(q̄, a0 = 1, α; s) is strictly

increasing in q̄ for any given α such that q∗ < q̄. This immediately implies that when s ∈ (0, s∗),

α∗ = α(f, s) is strictly decreasing in q̄. In this region, furthermore:

w∗0 − v∗0 =

(
s− λq†Π

r

)(
q̄

q†

)(
Ω(q̄)

Ω(q†)

)φ
−
(
s− λq∗Π

r

)(
q̄

q∗

)(
Ω(q̄)

Ω(q∗)

)φ
Hence:

∂

∂q̄
(w∗0 − v∗0) = − (φ− 1 + q̄)

rq†q∗(1− q̄)

(
Ω(q̄)

Ω(q†)

)φ [
q∗(s− λq†Π) + q†(s− λq∗Π)

(
Ω(q†)

Ω(q∗)

)φ]

+
λ2Π2q̄φα∗

r(λΠ(1− α∗)− s)
dα∗

dq

The second term is clearly negative since dα∗/dq̄ < 0. I then claim that the first term is negative as

well, given that:

q∗(s− λq†Π) + q†(s− λq∗Π)

(
Ω(q†)

Ω(q∗)

)φ
> 0 (2)

Indeed, note first that:

s− λq†Π =
s(λΠ− s)
φλΠ− s

> 0 (3)

Now if s− λq∗Π > 0, then given (3), (2) immediately holds. Moreover, if s− λq∗Π ≤ 0, then:

q∗(s− λq†Π) + q†(s− λq∗Π)

(
Ω(q†)

Ω(q∗)

)φ
> λΠq∗(q∗ − q†) > 0

where the first inequality follows from the fact that q†(Ω(q†)/Ω(q∗))φ is strictly increasing in q†,

which implies that q†(Ω(q†)/Ω(q∗))φ < q∗ (given that q† < q∗). Hence, w∗0 − v∗0 is strictly decreasing

in q̄ when s ∈ (0, s∗). �
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D.3 Proof of Corollary 2

Note first that φ ∈ (1, 1 + r/λ) is strictly increasing in σ and that φ→ 1 as σ → 0. Hence, analyzing

the effects of σ is equivalent to analyzing the effects of φ. Now, it is straightforward to prove that

v∗0 → w∗0 → (λq̄Π + (1− q̄)s)/r − f as φ→ 1. Consequently, as φ→ 1 (i.e., σ → 0), the equilibrium

approaches the first-best outcome irrespective of the value of s.

I now analyze the effect of σ over w†0 − v∗0 when s ∈ (0, s∗). Using the expressions for w†0 and v∗0,

we have that:

∂w†0
∂φ

=
q̄(λΠ− s)
r(φ− 1)

ln

(
Ω(q̄)

Ω(q†)

)(
Ω(q̄)

Ω(q†)

)φ
< 0

∂v∗0
∂φ

=
q̄(λΠ(1− α∗)− s)

r(φ− 1)
ln

(
Ω(q̄)

Ω(q∗)

)(
Ω(q̄)

Ω(q∗)

)φ
− λq̄Π

r

[
1−

(
Ω(q̄)

Ω(q∗)

)φ] ∂α∗
∂φ
R 0

where:

∂α∗

∂φ
=

α∗
(

Ω(q̄)
Ω(q∗)

)φ [
1 + (φ− 1) ln

(
Ω(q̄)
Ω(q∗)

)]
(φ− 1)

[
1−

(
Ω(q̄)
Ω(q∗)

)φ
−
(

λφα∗Π
λΠ(1−α∗)−s

)(
Ω(q̄)
Ω(q∗)

)φ] R 0

From the expressions, it is clear that w†0 is strictly decreasing in φ. This is intuitive: better informa-

tion is always beneficial in the first-best.

However, it is not clear that v∗0 is strictly decreasing in φ as well since α∗ might increase or

decrease with φ. As an example, consider the following parameter values: Π = 1, λ = 1/5, q̄ = 1/2,

s = 0.035, r = 1/2, and f = 1/10. Then, s† = 0.051, φ = 2.4802, α∗ = 0.549642, q∗ = 0.27498,

∂α∗/∂φ = −0.031544 < 0, and ∂v∗0/∂φ = 0.0024811 > 0. Thus, under these parameter values,

a marginal decrease in the noise of the news process forces the principal to increase the agent’s

compensation. This increase, furthermore, is so pronounced that the principal would be better off if

the news process were noisier. Thus, in this case, an a decrease in σ (which is equal to a decrease in

φ) increases the wedge w†0 − v∗0.

To see why ∂α∗/∂φ R 0, consider the derivative of U(q̄, a0 = 1, α; s) with respect to φ:

∂U

∂φ
=

φλq̄αΠ

rq∗(1− q∗)

(
Ω(q̄)

Ω(q∗)

)φ ∂q∗
∂φ︸ ︷︷ ︸

<0

−λq̄αΠ

r

(
Ω(q̄)

Ω(q∗)

)φ
ln

(
Ω(q̄)

Ω(q∗)

)
︸ ︷︷ ︸

>0

R 0

The first term is the efficiency-enhancing effect: a reduction in φ, decreases q∗, which increases the

agent’s value of installing R. The second term, is the efficiency-destroying effect: for a given q∗, a

decrease in φ increases the chance of a “mistake” and lowers the agent’s value of installing R.

Finally, I show that when σ < σ̄, where σ̄ ∈ (0,∞), then w†0− v∗0 is strictly decreasing in φ. Note

that:

lim
φ→1

(
∂w†0
∂φ
− ∂v∗0
∂φ

)
=
s(1− q̄)

r

[
λα∗0Π

λΠ(1− α∗0)− s
− ln

(
λα∗0Π− s

λΠ(1− α∗0)− s

)]
> 0

where α∗0 ≡ limφ→1 α
∗ = rf/λq̄Π. Hence, in the limit σ → 0, w∗0 − v∗0 is strictly increasing in φ.
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By continuity, this implies that there exists a σ̄ ∈ (0,∞) such that, if σ < σ̄, then a decrease in φ

decreases w∗0 − v∗0 when s ∈ (0, s∗). �
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