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Abstract

This paper builds a principal-agent model of experimentation: the expert receives
the signal and reports the action recommendation. Then the agent updates her belief
concerning the expert’s ability to give the correct recommendation and chooses how
much effort to exert. Failure may be triggered by agent’s insufficient effort, and the
agent’s incentives to provide it depend on her assessment of the expert’s competence.
We characterise equilibrium in this game and show that the concern for his reputation
makes the expert overly conservative in the advice.

1 Introduction

Our paper analyses the situations when one person (agent) conducts an experimenta-
tion on behalf of another one (principal). Examples may include think-tanks doing R&D
for the state, financial analyst conducting market studies for investors, attorney working
on a legal case of his plaintiff, or a student working under the supervision of his advisor.
In these cases, the principal delegates the task of doing exploratory work to the agent, and
to the extent that the interests of the principal and the agent diverge, it may be the case
that the agent does not act in the best interests of the principal. The research centres may
opportunistically divert grants for private needs of its members, financial analysts may
give recommendations biased in favour of the companies in which he has some stakes,
the lawyer may exert insufficient effort in studying the details of the lawsuit, and the stu-
dent may shirk while claiming that he is struggling with the paper and tries hard to get
some results but is unable to make any discoveries due to bad luck.

On the other hand, in several situations, the principal also has some valuable infor-
mation. For instance, the principal may assess the difficulty of the task, or have some
information regarding the track record of past discoveries; else, the principal may have
some idea of how suitable is the agent for the specific task.

In this paper, we consider a situation in which the agent consults an expert who gives
him an advice: whether to engage in experimentation. The expert observes some signal
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concerning the state of the world and, in the case if the state is favourable, the agent may
succeed if he supplies a sufficient amount of effort. However, the agent would do so if he
himself is certain that the expert is competent.

We consider an environment in which there are two types of experts: the competent
expert receives the signal which perfectly reveals the state, whereas the inept expert may
be mistaken in either direction. The prior belief (held by the agent) that the expert is
competent determines what we call the expert’s reputation. We show that the expert who
cares about his reputation will be more aggressive when he conducts an experimentation
herself, but ta the same time may be more conservative when he gives an advice to the
agent.

Related Literature

The current paper is related to the literature on strategic experimentation. The pio-
neering paper by Bolton and Harris (1999) has analysed the two-armed bandit problem
within the setup with N agents and has highlighted the free rider problem, whereby the ex-
perimenting by others makes each individual agent less eager to experiment herself. The
social learning element in the setup was further elaborated by Rosenberg et al. (2007),
whose main twist was to make the stopping decision irreversible. Rosenberg et al. (2013)
have further adapted their setup to the case when the experimentation decisions are pub-
lic, but the outcomes are private.

In our setup, the expert cares about his reputation of being competent. The approach
that is closest in spirit to ours is by Prendergast and Stole (1996), who considered the in-
vestment decisions by the manager in a multi-period context in which the manager would
like to appear a fast learner. They characterised two distortions, which they referred to
as exaggeration and conservatism. The main difference between our approach and theirs is
that the manager experiments himself, rather than giving advice to the other agent.

The literature on professional advice is vast. The most prominent papers are by Ot-
taviani and Sørensen (2006) and Schottmüller (2019). The latter work has looked at the
tension between the advisor’s competence and benevolence. The similar tension between
the ability and integrity was analysed by Pavesi and Scotti (2017). The characterisation
of optimal contracts in the dynamic experimentation context with moral hazard was pro-
vided by Halac et al. (2016).

The rest of the paper proceeds as follows. Section 2 describes the model. Section
3 provides the equilibrium characterisation, containing the central result of the paper.
Section 4 discusses the two benchmark cases in which the expert experiments himself.
Section 6 concludes. All the proofs are in the Appendix.
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2 Model

We develop a simple model describing an interaction between an expert and an agent.
There is a risky task to be performed, and the expert makes a recommendation whether
the agent should perform the task (a = 1) or refrain from it (a = 0). The success of the task
depends on the state of the world, θ ∈ Θ = {0, 1}, and the effort exerted by the agent,
e ∈ [0, 1]. The state θ = 1 will be successfully referred to as the “good state”.

At the beginning of the game, the expert and the agent hold a prior belief that the state
is good, equal to

λ ≡ Pr{θ = 1} =
1
2

. (2.1)

We suppose that the probability of success in the task (a = 1) is given by

p(θ, e) = θe. (2.2)

The eventual outcome of the project – its success or failure – will be described by the
random variable ξ ∈ {S, F}. In case of success, the project yields a gross benefit of 1 to
the agent. Effort is costly, and the supply of e units of effort costs

c(e) =
1
2

e2 (2.3)

to the agent.
At the beginning of the game, the state θ is realised, and the expert observes the signal

σ ∈ [0, 1], which is positively correlated with the state. The realisation of σ can be thought
of as some information which allows the expert to assess the likelihood of success. In any
case, we assume that the expert cannot simply tell to the agent the realisation of σ and
let him decide whether the risky task (a = 1) is worth undertaking: the value of σ can be
thought of as some specialised knowledge which the agent can hardly assess himself.

We assume that the expert can be either competent or inept: his type is given by

ω ∈ Ω = {H, L}, (2.4)

where ω = H stands for the competent type.
The type is privately observed by the expert. It affects the quality of the signal σ that

the expert receives. We assume that the L-type receives the signal that is completely un-
correlated with the state and is being drawn from the uniform distribution: σL ∼ U[0, 1].

On the other hand, the competent, H-type of expert gets the signal that is imperfectly
correlated with θ. Denoting by Fθ(σH) the conditional cdf of the signal σ received by the
H-type of expert in state θ, we get

Fθ(σH) =

{
1 − (1 − σH)

q if θ = 0,
σ

q
H if θ = 1,

(2.5)

where q > 1 is a parameter measuring signal precision.
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The corresponding density function

fθ(σH) =

{
q(1 − σH)

q−1 if θ = 0,
qσ

q−1
H if θ = 1,

(2.6)

puts greater mass on the low signals (σ close to zero) when the state is unfavourable
(θ = 0) and a greater mass on the high signals (σ close to one) when the state is favourable
(θ = 1) to the success.

To that end, we assume that the expert simply sends the action recommendation to the
agent:

α : Ω × [0, 1] → [0, 1], (2.7)

where αω(σ) denotes the probability with which the ω-type expert who has received sig-
nal σ recommends the agent to undertake the action a = 1.1

The agent does not know the expert’s type, and at the beginning of the game she holds
the prior belief π ∈ (0, 1) that the expert’s type is H: that is,

π = Pr{ω = H}. (2.8)

Subsequently, we will refer to π as the expert’s reputation. Depending on the expert’s
advice and the outcome of the experiment (success or failure), the agent updates her be-
lief about the expert’s type. We will denote by π′ the corresponding updated belief of
the agent, and we will assume that the expert’s goal is to give such an advice so as to
maximise

π′ : [0, 1]× {0, 1}2 → [0, 1], (2.9)

where π′(π, a, ξ) is the agent’s posterior belief that the expert is competent, given that he
was recommended to undertake action a and given that the outcome of the risky action
was ξ = S (in case of success) or ξ = F (in case of failure).

Our final assumption concerns the agent’s obedience: whatever the expert recommends
to the agent (a = 0 or a = 1), the agent complies and follows the expert’s recommenda-
tion. By contrast, the expert has no control over the agent’s choice of effort, e ∈ [0, 1].

The final bit of notation concerns the way in which the agent updates his belief about
the state θ (and hence, the likelihood of success) upon receiving the recommendation
a ∈ {0, 1}: we will denote it by

λa = Pr{θ = 1|a}. (2.10)

When the agent who has received recommendation a = 1 believes that the state is
θ = 1 with probability λ1, his expected payoff from exerting effort e is given by

U(e; λ1) = λ1e − c(e), (2.11)

where c(e) is the effort cost as given by (2.3).
The timing of the game proceeds as follows:
1The agent only observes the realisation of the expert’s advice: that is, a recommendation either to do

a = 0 or to do a = 1. We allow the expert to randomise between his recommendations, but as will become
clear when we specify the signal distribution, for all but one particular signal realisation, the expert’s optimal
recommendation choice will be either α = 0 or α = 1.
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1. The state θ ∈ {0, 1} is realised and the ω-type of expert observes the signal σω;

2. The expert sends the action recommendation a according to (2.7);

3. The agent observes a, updates her belief about θ according to (2.10) and, in case if
she was recommended a = 1, supplies her effort, e;

4. The outcome of the project ξ is realised according to (2.2) and the agent updates her
belief about the expert’s type ω according to (2.9).

3 Equilibrium

We are now in a position to give a formal definition of the equilibrium that we will
characterise.

Definition 1. The perfect Bayesian equilibrium (PBE) in this game is given by the expert’s
recommendation strategy αω(σ) and the agent’s optimal effort choice e∗(λ), such that

i. The expert maximises his reputation, π′;

ii. The agent maximises her expected payoff (2.11);

iii. Conditional on the recommendation and the outcome, the agent’s beliefs λ and π′

are updated according to the Bayes’ rule.

We have specified the conditional density function (2.6) for the L-type expert in such
a way that it satisfies the Monotone Likelihood Ratio Property (MLRP): the increase in the
realised value of σH makes the event θ = 1 relatively more likely: formally, the likelihood
ratio is given by

f1(σH)

f0(σH)
=

(
σ

1 − σ

)
, (3.1)

which is clearly increasing in σ.
Hence, it is sensible to specify the L-type expert’s recommendation strategy as the

threshold σ∗ for the signal realisation, such that the expert sends the recommendation
a = 1 if and only if σ exceeds the threshold. Formally, we have

αL(σ)


= 0 if σ < σ∗,
∈ [0, 1] if σ = σ∗,
= 1 if σ > σ∗.

(3.2)

In what follows, the L-type expert’s strategy will be described more compactly by σ∗.
When the agent’s optimal effort choice e∗ maximises his expected payoff as given by

(2.11). Given the specification for the effort costs (2.3), we can write down the agent’s
problem as

max
e∈[0,1]

{
λ′e − 1

2 e2
}

. (3.3)
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Taking the first order condition with respect to e, we can immediately see that

e∗(λ′) = λ′, (3.4)

which is to say, the agent’s effort is simply equal to her assessment of the likelihood of
success upon receiving the recommendation a = 1.

The next theorem characterises the equilibrium in this game.

Theorem 1. The unique perfect Bayesian equilibrium is characterised by the threshold rule σ∗(π)
for the L-type of expert and the agent’s effort choice as given by (3.4).

Proof. See Appendix A.

To understand the intuition behind Theorem 1, notice that, since the expert cares about
his reputation, the inept (L-type) expert will necessarily pool with the competent (H-type)
expert: upon receiving the sufficiently high signal σ, he will pool with the H-type who
knows that the true state is θ = 1; and likewise, if the signal is below the threshold, he will
pool with the H-type who knows that θ = 0.

4 Comparison to the benchmark cases

In this section, we will compare our result to the two natural benchmark cases, in
which the expert conducts experimentation himself. In the first, he does not care about
his reputation, whereas in the second, he cares but exerts the effort himself rather than
advising the agent.

The next proposition summarises the no-reputation benchmark.

Proposition 1. In the benchmark case when the expert performs experimentation himself and
cares only about his expected payoff, we have

1. The H-type always chooses a = e = θ;

2. The L-type chooses a and e according to

a(σ) = 1 and e(σ) = σ (4.1)

for any σ ≥ 0.

Proof. See Appendix B.

That is to say, the L-type effectively uses the threshold σ∗ = 0, always being eager to
experiment. Technically, this result occurs because (i) we have normalised the payoff to
a = 0 to zero and (ii) in the effort cost function c(e) = 1

2 e2 that we have specified, the
marginal cost of effort c′(e) = e is equal to zero at e = 0. This means that irrespective
of how pessimistic he may be concerning the success (that is, how close to 0 his signal
σ may be), the expert would always wish to conduct experimentation and to undertake
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some effort, which is proportional to his assessment µ(σ) = Pr{θ = 1|σ}. Since the expert
does not care about his reputation, quite naturally, his initial reputation π does not play
any role in the characterisation.

The next proposition considers the case in which the expert does take into account the
impact of the outcome of the project on his reputation.

Proposition 2. In the benchmark case when the expert performs experimentation himself and
cares about his reputation, then for any π ∈ (0, 1), we have

1. The H-type always chooses a = e = θ;

2. The L-type chooses a and e according to

a(σ) =

{
0 if σ < σ∗(π),
1 if σ ≥ σ∗(π)

and e(σ) =

{
0 if σ < σ∗(π),
1 if σ ≥ σ∗(π)

(4.2)

The threshold σ∗(π) is decreasing in π.

Proof. See Appendix B.

This proposition shows that the expert who cares about his reputation will be more
conservative – that is, he will prefer to choose a = 0 unless his signal σ is high enough.
Furthermore, he will undertake the highest possible effort if he decides to experiment.

5 Extensions

6 Conclusion

We have considered the strategic experimentation setup in which the expert receives
the signal and sends the recommendation to the agent. Upon receiving the recommenda-
tion, the agent decides whether to undertake the effort.

In our setup, agency problem comes from the friction between the agent’s belief con-
cerning the expert’s competence and the agent’s unobservable effort, which cannot be
contracted upon in advance. There are several ways in which the setup could be ex-
tended. First, the contingent compensation schemes may partially eliminate the wedge.
Second, in the multi-period framework, the repeated interaction may highlight the novel
interplay between the expert’s concerns for his reputation and the agent’s effort provi-
sion. In that case, we anticipate that even the fixed non-contingent payment that depends
on the expert’s reputation would be a powerful device to incentivise the expert to give
the proper recommendation. These are the main avenues for future research.
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Appendices

A Proof of Theorem 1

Proof. Denote the conditional cdf of the signal σ received by the L-type of expert by

Fθ(σ) =

{
1 − (1 − σ)2 if θ = 0,
σ2 if θ = 1.

(A.1)

If the L-type expert observes signal σ, he updates his belief according to

µ(σ)

1 − µ(σ)
≡ Pr{θ = 1|ω = L, σ}

Pr{θ = 0|ω = L, σ}

=
f1(σ)

f0(σ)
· λ

1 − λ

=
σ

1 − σ
,

(A.2)

from which we get
µ(σ) = σ, (A.3)

since we have taken λ = 1
2 .

Since the agent who observes recommendation a = 1 correctly infers that it must
have come either from the H-type or from the L-type who has received a sufficiently high
signal, σ ≥ σ∗. Hence, the update on θ is given by

λ′

1 − λ′ ≡
Pr{θ = 1|a = 1}
Pr{θ = 0|a = 1}

=
Pr{a = 1|θ = 1}
Pr{a = 1|θ = 0} · Pr{θ = 1}

Pr{θ = 0}

=
π + (1 − π)(1 − σ∗2)

(1 − π)(1 − σ∗)2 · λ

1 − λ
,

(A.4)

where
π ≡ Pr{ω = H|a = 1} (A.5)

is the agent’s posterior update on the expert’s competence conditional on the fact that the
expert recommends a = 1 (this updated posterior will be computed below).

To understand the expression π+(1−π)(1−σ∗2)
(1−π)(1−σ∗)2 in the last line, observe that when the

state is θ = 1, the agent who receives recommendation a = 1 infers that it might have
come either from the H-type (that could be met with probability π) or from the L-type
(that could be met with probability 1−π) who has received the signal above the threshold
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(which happens with probability (1 − σ∗2), conditional on the good state θ = 1). This
gives the term π + (1 − π)(1 − σ∗2) in the numerator.

By contrast, if the state were bad (θ = 0), only the L-type of expert could give the a = 1
recommendation, which happens with probability

Pr{σ ≥ σ∗|θ = 0, ω = L, σ∗} = 1 − F0(σ
∗) = 1 − [1 − (1 − σ∗)2] = (1 − σ∗)2. (A.6)

Hence the term (1 − π)(1 − σ∗)2 in the denominator.
The agent’s updated belief will be given by

λ′ =
π + (1 − π)(1 − σ∗2)

π + (1 − π)(1 − σ∗2) + (1 − π)(1 − σ∗)2
. (A.7)

As we have already claimed, the agent’s optimal response to the recommendation
a = 1 is to supply effort given by e = λ′.

By contrast, if the expert sends the recommendation a = 0, the agent’s belief in success
gets updated according to

λ0

1 − λ0
≡ Pr{θ = 1|a = 0}

Pr{θ = 0|a = 0}

=
Pr{a = 0|θ = 1}
Pr{a = 0|θ = 0} · Pr{θ = 1}

Pr{θ = 0}

=
(1 − π)σ∗2

π + (1 − π)(1 − (1 − σ∗)2)
· λ

1 − λ
,

(A.8)

When the state is good (θ = 1), only the L-type of expert (whose occurrence probability
equals 1 − π) recommends a = 0, and this happens whenever his signal is below the
threshold, which occurs with probability

Pr{σ ≤ σ∗|θ = 1, ω = L, σ∗} = F1(σ
∗) = σ∗2. (A.9)

This gives us the term (1 − π)σ∗2 in the numerator.
When the state is bad, he recommends a = 0 either if he is an H-type (which occurs

with probability π) or when he is an L-type and his signal is below σ∗, which happens
with probability

Pr{σ ≤ σ∗|θ = 0, ω = L, σ∗} = F0(σ
∗) = 1 − (1 − σ∗)2. (A.10)

Hence the term π + (1 − π)
(
1 − (1 − σ∗)2) in the denominator.

When we solve it for λ0, this gives us

λ0 =
(1 − π)σ∗2

(1 − π)σ∗2 + [π + (1 − π)(1 − (1 − σ∗)2)]
(A.11)

9



If the expert recommends a = 0, his reputation is updated according to

π0

1 − π0
≡ Pr{ω = H|a = 0}

Pr{ω = L|a = 0}

=
Pr{a = 0|ω = H}
Pr{a = 0|ω = L} · Pr{ω = H}

Pr{ω = L}

=
(1 − λ)

(1 − λ)[1 − (1 − σ∗)2] + λσ∗2 · π

1 − π
.

(A.12)

To understand the last line, notice that the competent (ω = H) expert will recommend
a = 0 only when the state is bad (the event whose probability is equal to λ), while the
inept (ω = L) expert will recommend a = 0 whenever his signal is below the threshold,
which happens with probability [1 − (1 − σ∗)2] in the bad state (an event which occurs
with probability 1 − λ) and with probability σ∗2 in the good state (which happens with
probability λ).

When we solve it for π0, we get

π0 =
π(1 − λ)

π(1 − λ) + (1 − π)((1 − λ)[1 − (1 − σ∗)2] + λσ∗2)
. (A.13)

If the expert recommends a = 1, his reputation is updated according to

π1

1 − π1
≡ Pr{ω = H|a = 1}

Pr{ω = L|a = 1}

=
Pr{a = 1|ω = H}
Pr{a = 1|ω = L} · Pr{ω = H}

Pr{ω = L}

=
λ

λ(1 − σ∗2) + (1 − λ)(1 − σ∗)2
· π

1 − π
.

(A.14)

The competent (ω = H) expert would recommend a = 1 only if θ = 1 (which happens
with probability λ), which gives us the numerator. The inept (ω = L) expert recommends
a = 1 whenever his signal is above the threshold, which happens with probability

Pr{σ ≥ σ∗|θ = 1, ω = L, σ∗} = 1 − F1(σ
∗) = 1 − σ∗2 (A.15)

when the state is good (θ = 1), an event which occurs with probability λ, and with prob-
ability

Pr{σ ≥ σ∗|θ = 0, ω = L, σ∗} = 1 − F0(σ
∗) = (1 − σ∗)2, (A.16)

when the state is bad (θ = 0), an event which occurs with probability 1 − λ.
This gives us the term λ(1 − σ∗2) + (1 − λ)(1 − σ∗)2 in the denominator.
We can solve it for π1 to get

π1 =
πλ

πλ + (1 − π)[λ(1 − σ∗2) + (1 − λ)(1 − σ∗)2]
(A.17)
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Finally, we compute the updated posterior beliefs on the expert type after the success
(ξ = S) or failure (ξ = F). These will be given by

πS

1 − πS ≡ Pr{ω = H|a = 1, ξ = S}
Pr{ω = L|a = 1, ξ = S}

=
Pr{ξ = S|a = 1, ω = H}
Pr{ξ = S|a = 1, ω = L} · Pr{ω = H|a = 1}

Pr{ω = L|a = 1}

=
1 · λ′

2
3 ·

1−σ∗3

1−σ∗2 · λ′
· π1

1 − π1

=
3(1 − σ∗)

2(1 + σ∗ + σ∗2)
· π1

1 − π1
.

(A.18)

To understand the last line, observe that, since the competent (ω = H) expert rec-
ommends a = 1 only in the good state, the conditional probability that the state is good
(θ = 1) conditional on receiving a = 1 by the competent expert is equal to one: that is,

Pr{θ = 1|a = 1, ω = H} = 1. (A.19)

Since the success also depends on the agent’s effort, which is given by e∗(λ′) = λ′, the
success occurs with probability

Pr{ξ = S|a = 1, ω = H} = Pr{θ = 1|a = 1, ω = H} · e∗(λ′) = 1 · λ′ = λ′. (A.20)

Hence the term λ′ in the numerator.
By contrast, when the expert is inept (ω = L), the success is possible only when the

state is good (θ), which happens with probability

Pr{θ = 1|a = 1, ω = L} =

∫ 1
σ∗ µ(σ) f1(σ)dσ

1 − F1(σ∗)
=

2
3
· 1 − σ∗3

1 − σ∗2 , (A.21)

and if the state is good, the success (ξ = S) occurs with probability e∗(λ′) = λ′. Hence
the term 2

3 ·
1−σ∗3

1−σ∗2 · λ′ in the denominator.
Solving the equation for πS, we get

πS =
3π1(1 − σ∗)

3π1(1 − σ∗) + 2(1 − π1)(1 + σ∗ + σ∗2)
(A.22)

Finally, when the agents observe failure (ξ = F),their belief about the expert’s compe-
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tence update according to

πF

1 − πF ≡ Pr{ω = H|a = 1, ξ = F}
Pr{ω = L|a = 1, ξ = F}

=
Pr{ξ = F|a = 1, ω = H}
Pr{ξ = F|a = 1, ω = L} · Pr{ω = H|a = 1}

Pr{ω = L|a = 1}

=
1 − λ′

2
3 ·

1−σ∗3

1−σ∗2 · (1 − λ′) +
(

1 − 2
3 ·

1−σ∗3

1−σ∗2

)
· 1

· π1

1 − π1

=
1 − λ′

1 − 2
3 ·

1−σ∗3

1−σ∗2 · λ′
· π1

1 − π1
.

(A.23)

To understand the numerator, notice that when the expert is competent (ω = H),
failure occurs with probability

1 − e∗(λ′) = 1 − λ′ (A.24)

due to insufficient effort on the part of the agent. Hence the term in the numerator.
By contrast, if the expert is inept, we have

Pr{ξ = F|a = 1, ω = L} = Pr{θ = 1|a = 1, ω = L} · (1 − λ′)

+ Pr{θ = 0|a = 1, ω = L} · 1

=

∫ 1
σ∗ µ(σ) f1(σ)dσ

1 − F1(σ∗)
· (1 − λ′)

+

(
1 −

∫ 1
σ∗ µ(σ) f1(σ)dσ

1 − F1(σ∗)

)
· 1,

(A.25)

since the failure is certain in the bad state (when θ = 0). This gives the term in the
denominator.

Solving the equation for πF, we get

πF =
π1(1 − λ′)

π1(1 − λ′) + (1 − π1)
(

1 − 2
3 ·

1−σ∗3

1−σ∗2 · λ′
) . (A.26)

For the given signal threshold σ∗, this gives us the system of six equations (A.7), (A.11),
(A.13), (A.17), (A.22) and (A.26) can be solved for the six unknowns: λ′, λ0, π0, π1, πS and
πF.

To complete the characterisation, we need to pin down σ∗. The L-type of expert who
has received the signal σ = σ∗ equal to the threshold will be indifferent between recom-
mending a = 1 and a = 0.

The L-type expert’s own estimate of the event that θ = 1 is given by µ(σ∗) = σ∗. The
corresponding probability of success is equal to

Pr{ξ = S|ω = L, σ∗} = µ(σ∗)e∗(λ′) = σ∗λ′. (A.27)
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In case of success, the expert gets the payoff πS, corresponding to the update on his
reputation. In case of failure, he gets the payoff πF. On the other hand, when he recom-
mends a = 0, he gets the payoff π0 with probability one.

Hence, the equation that pins down the threshold σ∗ is given by

σ∗λ′πS + (1 − σ∗λ′)πF = π0. (A.28)

The condition (A.28) pins down the threshold σ∗.

B Proof of Propositions 1 and 2

B.1 Proof of Proposition 1

Proof. Since the H-type is certain of the state, it is obvious that he will choose a = e = θ.
As for the L-type who has received signal σ, suppose that he has chosen a = 1. Then he
would exert effort, solving

max
e∈[0,1]

{
µ(σ)e − c(e)

}
, (B.1)

or, plugging µ(σ) = σ and c(e) = 1
2 e2, we have

max
e∈[0,1]

{
σe − 1

2 e2
}

. (B.2)

The first order condition yields e∗(σ) = σ, and thus the expert’s expected utility from
a = 1 is given by

EU(a = 1) = σ · σ − 1
2

σ2 =
σ2

2
, (B.3)

which is strictly positive for all σ > 0. Since the expert’s utility is equal to zero when he
chooses a = 0, he will always set a = 1.

B.2 Proof of Proposition 2

Proof. Consider the L-type expert who has received signal σ and who has chosen a = 1.
In case of success, he will receive the gross payoff equal to 1 + πS, whereas in case of
failure, he will receive 0 + πF.

His expected utility maximisation problem will thus be given by

max
e∈[0,1]

{
σe(1 + πS) + (1 − σe)(0 + πF)− 1

2 e2
}

. (B.4)
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Taking the first order condition with respect to e, we get

σ(1 + πS)− σπF − e ≥ 0, (B.5)

which has to be satisfied with equality for e < 1.
We conjecture that the expert undertakes e = 1 for all σ ≥ σ∗. In that case, the success

will be certain if the expert has correctly inferred that θ = 1.
The reputation levels will be given by

π1 =
π

π + (1 − π)(1 − σ∗2)
(B.6)

and πS will be given by (A.22), whereas πF = 0.
The optimal threshold will be such that e∗ = 1, that is,

σ∗(π) =
1

1 + πS , (B.7)

Since πS > 0, this threshold is in between 0 and 1.

14



References

BOLTON, P. AND C. HARRIS (1999): “Strategic Experimentation,” Econometrica, 67, 349–
374.

HALAC, M., N. KARTIK, AND Q. LIU (2016): “Optimal Contracts for Experimentation,”
The Review of Economic Studies, 83, 1040–1091.

OTTAVIANI, M. AND P. N. SØRENSEN (2006): “Professional Advice,” Journal of Economic
Theory, 126, 120–142.

PAVESI, F. AND M. SCOTTI (2017): “Good Lies,” .

PRENDERGAST, C. AND L. STOLE (1996): “Impetuous Youngsters and Jaded Old-Timers:
Acquiring a Reputation for Learning,” Journal of Political Economy, 104, 1105–1134.

ROSENBERG, D., A. SALOMON, AND N. VIEILLE (2013): “On Games of Strategic Experi-
mentation,” Games and Economic Behavior, 82, 31–51.

ROSENBERG, D., E. SOLAN, AND N. VIEILLE (2007): “Social Learning in One-Arm Bandit
Problems,” Econometrica, 75, 1591–1611.
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